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Abstract

This chapter gives an overview of the OpenMP Application Programming Interface and explains 

how it can be used to create parallel programs. It begins by outlining the basic idea of OpenMP, 

the main benefits of using this API, and its history. Then it introduces the most important features 

of OpenMP and illustrates them via simple code examples that also exemplify how it enables 

loop-level and explicit task-based parallelism. OpenMP codes may rely almost exclusively on 

directives for the expression of parallelism that should be exploited, yet they may also be written 

in a manner that assigns work explicitly to individual threads. Both styles of programming are 

shown by means of sample code snippets.

After the overview of the programming constructs and library routines, we give some 

information on the manner in which OpenMP is implemented, along with a code fragment that 

illustrates this process, so that the application developer can gain a basic understanding, in 

particular, of the way in which work is assigned to the executing threads. Some important 

performance considerations are covered in the following sections. Many of the performance “dos 

and don’ts” are an immediate consequences of the manner in which this programming interface 

is impelemented and the different kinds of overheads that may be introduced by the realization of 
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OpenMP constructs. Finally, we summarize the content and consider how OpenMP might evolve 

in the near future. 

6.1 Introduction

OpenMP (OpenMP 2009), the Open standard for shared memory MultiProcessing, was designed 

to facilitate the creation of programs that are able to exploit the features of parallel computers 

where memory is shared by the individual processor cores. Widely supported by mainstream 

commercial and several open source compilers, it is well suited to the task of creating or 

adapting application codes to execute on platforms with multiple cores (Portland 2009, Intel 

2009, Sun 2009, Open64 2009). OpenMP is intended to facilitate the construction of portable 

parallel programs by enabling the application developer to specify the parallelism in a code at a 

high level, via an approach that moreover permits the incremental insertion of its constructs. 

However, it also permits a low-level programming style, where the programmer explicitly 

assigns work to individual threads.

In this chapter, we will first give an overview of the major features of OpenMP and its usage 

model, as well as remark upon the process by which it has been designed and is further evolving. 

In Section 6.2 we will then introduce the basic constructs of OpenMP and illustrate them using 

several short examples. In Section 6.3, we then describe the manner in which OpenMP is 

implemented.  One of the greatest challenges facing any application developer is learning how to 

overcome performance problems. Some understanding of the strategy used to implement 

OpenMP, and a basic appreciation of the implications of a shared memory model, will help us to 

discuss the most important considerations in this regard; this is the topic of Section 6.4. We then 
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briefly discuss some performance considerations before concluding with a recap of the main 

points.

6.1.1 The Idea of OpenMP

OpenMP provides a particularly straightforward method of converting a sequential program 

written in C, C++ or Fortran for execution on a system with multiple cores, several processors, or 

both. In many cases, all the application developer must do is insert a few directives (or pragmas) 

into a pre-existing source code and select the appropriate compiler option. The compiler will then 

“recognize” these directives and use the information they contain to translate the program for 

multithreaded execution. If the corresponding compiler option is not specified at translation time, 

then the directives will be ignored and a single-threaded, sequential code will be generated. 

Hence, if a few rules are observed, one and the same application code can be both sequential and 

parallel: this can be particularly useful for development and testing purposes. The nice thing 

about this approach is that the application developer does not have to explicitly create the code 

that will run on the different cores, or processors. This is the job of the OpenMP implementation. 

As a result, it can be one of the easiest, and fastest, means of converting existing applications for 

use on multicore platforms. Moreover, it is possible to convert parts of a program for 

multithreaded execution and to leave the rest of the code in sequential form. If almost all of the 

work of a program is in one loop, for instance, it might make sense to parallelize that loop using 

OpenMP’s features and to leave the rest of the program untouched.
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6.1.2 Overview of Features

The OpenMP Application Programming Interface (API) comprises a collection of directives for 

expressing the parallelism that is to be exploited in a computation, a small number of library 

routines that may be used to access or influence execution parameters, and some environment 

variables for setting default values (OpenMP 2008). It is prescriptive in the sense that the 

implementation will translate a program for multithreaded execution exactly according to the 

application developer’s instructions. In particular, it will not attempt to extract additional 

parallelism from the code. Programs that rely primarily on directives for the specification of 

parallelism have a different flavor from those that mainly use the library routines to express the 

parallelism, and we will give an example of each further below. Typically, both directives and 

library routines are needed to create an OpenMP program. 

The API provides a means for the programmer to explicitly create, assign work to, synchronize 

and terminate a set of numbered, logical threads. The implementation will use this information to 

translate an OpenMP code into a collection of cooperating tasks that are assigned to the system-

level threads on the target platform for execution.  These statically defined tasks are transparent 

to the programmer; they will be executed in the order and manner that corresponds to the 

semantics of the OpenMP constructs used. However, the API also enables the application 

developer to explicitly specify tasks that will be dynamically created and scheduled for execution 

in an order that is not predetermined. The specification further provides a means to synchronize 

the actions of the various logical threads in order to ensure, in particular, that values created by 

one thread are available before another thread attempts to use them. It is also possible to ensure 

that only one thread accesses a specific memory location, or performs a set of operations, at a 
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time without the possibility of interference by other threads. This is sometimes required in order 

to avoid data corruption. Last, but not least, the specification provides a number of so-called data 

attributes that may be used to state whether data is to be shared among the executing threads or is 

private to them. The logical threads may cooperate by reading and writing the same shared 

variables. In contrast, each thread will have its own local instance of a private variable, with its 

own value. This makes it relatively easy for the threads to work on distinct computations and 

facilitates efficiency of execution.

An OpenMP implementation typically consists of two components. The first of these is the 

compiler, created by extending a pre-existing compiler that implements one or more of the base 

languages Fortran, C or C++. It will translate the OpenMP constructs by suitably modifying the 

program code to generate tasks and manage the data. As part of this translation, it will insert calls 

to routines that will manage the system threads at run time and assign work to them in the 

manner specified by the application programmer. The custom runtime library that comprises 

these routines is the second component in an OpenMP implementation. Commercial compilers 

will use the most efficient means possible to start, stop and synchronize the executing threads on 

the target platforms they support. Open source compilers will typically place a higher value on 

portability and may rely on Pthreads routines to accomplish this functionality. 

Initially, an OpenMP program’s execution begins with a single thread of control, just like a 

sequential program. When this initial thread encounters code that is to be executed in parallel, it 

creates (and becomes a member of) a team of threads to execute the parallel code; the original 

thread becomes the master of the team. The team of threads will join at the termination of the 

parallel code region, so that only the original master thread continues to carry out work. Hence 
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OpenMP is directly based upon the fork-join model of execution. An OpenMP program may 

contain multiple code regions that are outside of any parallel constructs and tasks; collectively, 

they are known as the sequential part of the program and they will be executed by the initial 

thread. Since the members of a team of threads may encounter code that is to be executed in 

parallel, they may each create and join a new team of threads to execute it. This can lead to 

nested parallelism, where hierarchies of thread teams are created to perform computations (Jost 

et al. 2004, Chapman et al. 2006).  As a result, several different teams of threads may be active at 

the same time. Most OpenMP constructs are applied to the current team, which is the particular 

team that is currently executing the region of code containing it.

6.1.3 Who Developed OpenMP? How is It Evolving?

The OpenMP specification is maintained by the OpenMP Architecture Review Board (ARB), an 

international consortium of organizations that have a strong interest in furthering the use of this 

portable API, including most of the leading hardware vendors (OpenMP 2009). Most members 

also provide OpenMP implementations, but some are primarily users of this technology and an 

international group of researchers are also active contributors (Compunity 2009). 

The original feature set, introduced late 1997 as version 1.0 of the OpenMP standard, was 

designed to work well with Fortran 77 application codes and was based upon a body of prior 

work that attempted to provide a portable shared memory programming interface for scientific 

and technical computing. A C/C++ binding was produced shortly thereafter, and both of them 

underwent minor extensions. Subsequently, the two distinct specifications were merged to 

produce version 2.5 of the standard. In 2008, features for specifying explicit tasks were 
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introduced and the implementation model was described in terms of tasks (Ayguadé et al. 

2009b).  Other new features in this version 3.0 of OpenMP (OpenMP 2008) include more 

support for hierarchical parallelism and additional strategies for parallelizing loop nests. 

The ARB is continuing its endeavors to enhance this API and to consider how to improve its 

support for multicore platforms (Curtis-Maury et al. 2005). Its members meet regularly to debate 

potential language extensions and to discuss related topics (Mattson 2003). The increasing thread 

count that can be supported by shared memory architectures including multicore systems, the 

wider use of accelerators along with general-purpose CPUs, and the broad adoption of 

parallelism in our hardware – from laptops all the way to supercomputers – all require that the 

members of the ARB consider whether extensions to the current API may be required. There is a 

natural tension between the desire to maintain a relatively simple, high-level programming 

interface on the one hand, and the need to satisfy the expression of a broad variety of parallel 

computations, and to facilitate their exploitation on a variety of platforms, on the other hand. 

Thus new features are chosen only after a careful evaluation of application developer needs and a 

weighing of alternatives. Nevertheless, we expect that some extensions will be made to the 

current specification as multicore technology evolves and is directly exploited by an increasing 

percentage of applications (Gan 2009, Ayguadé et al. 2009a, Larsen 2009).

6.2 The OpenMP 3.0 Specification

In the following subsections we introduce the most important features of the OpenMP 3.0 API 

and illustrate their usage. They may be used in conjunction with code written in one of the three 

base languages (Fortran, C and C++). We do not attempt to provide a complete overview of these 
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features; nor do we describe all of the rules that must be followed if they are to be used correctly. 

For full details of the language, the specification should be consulted.

We will begin our discussion by introducing the most common directives. In OpenMP, most 

directives are inserted immediately before a structured block of code, to which they will be 

applied. A block of code is structured if it has precisely one entry and one exit: as a consequence, 

the use of certain language features (such as a STOP statement in Fortran) is prohibited in 

conjunction with some directives. In Fortran, it is generally necessary to also explicitly mark the 

end of a structured block. Therefore, the Fortran binding for OpenMP includes end directives as 

well. A directive and the associated code are together known as a construct. Various clauses may 

be appended to a directive in order to convey additional information, or instructions, to the 

implementation. We describe the most important of these clauses in the following also.

6.2.1 Parallel Regions and Worksharing

The fundamental OpenMP directive is the parallel directive, which is used to mark a 

structured block of code that should be executed by multiple threads. The code that will be 

executed in parallel as a result of this directive is referred to as a parallel region. If the parallel 

region is subsequently executed on, say, 4 cores with two threads supported per core, then there 

will be 8 instances of the code in the parallel region, all running at the same time (the actual 

number of threads used may be determined by the programmer). The implementation will 

accomplish this by creating 8 tasks, each of which will be assigned to one of the system threads 

at runtime. But without any further adaptation, the tasks will be identical and thus each thread 

will perform exactly the same computations as all the others. Generally, we will want to assign 
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some portion of the overall work to each of them, rather than replicating it. For this, the so-called 

worksharing directives are provided. Without proper coordination via worksharing or  

synchronization constructs, such replicated work may introduce data races.

/********************************************************
! C code with a parallel region where each thread 
! reports it’s thread id. 
********************************************************/
! #pragma omp parallel
! {
! ! printf("Hello from thread %d.\n",omp_get_thread_num());
! }

Possible Output:
Hello from thread 3.
Hello from thread 6.
Hello from thread 2.
Hello from thread 7.
Hello from thread 0.
Hello from thread 5.
Hello from thread 1.
Hello from thread 4. 

Example 1:  This example shows each thread executing the same 
statement. Possible output with eight threads is 
shown.

The most frequently used worksharing directive is the loop directive. This directive distributes 

the iterations of the associated countable loop nest among the threads in the team executing the 

enclosing parallel region. Note that, to be countable, the number of iterations of the loop must be 

known at the start of its execution  (in contrast to, say, a loop nest that traverses a linked list). 

The application programmer may optionally describe the method to be used for assigning loop 

iterations to threads. Another worksharing directive, the sections directive, enables the 
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specification of one or more sequential sections of code that are each executed by a single thread. 

The single directive marks code that should be executed by precisely one thread. Finally, the 

workshare directive is provided for Fortran programmers to specify that the computations in 

one or more Fortran 90 array statements should be distributed among the executing threads. 

!********************************************************
!! Fortran code with workshare and atomic contructs.
!********************************************************

!$OMP PARALLEL
!$OMP ! WORKSHARE
! ! ! ! ! A = B - 2*C
! ! ! ! ! B = A/2
! ! ! ! ! C = B
!$OMP! ! ! ATOMIC!
! ! ! ! ! ! R = R + SUM(A)
!$OMP! ! END WORKSHARE
!$OMP END PARALLEL!

Example 2: This workshare directive directs the parallel 
execution of each statement of array operations. The 
ATOMIC directive synchronizes writes to R to prevent 
a data race.

Each of these directives except the workshare directive may have one or more clauses 

appended to control its application. The applicable clauses differ depending on the kind of 

directive, but all of them allow for the specification of attributes for the data used in the 

construct. Additional clauses that may be added to the parallel directive can be used to state 

how many threads should be in the team that will execute it, and to describe any conditions that 

must hold for the parallel region to be actually executed in parallel. If the specified conditions do 

not hold, the associated code will be executed by a single thread instead. Additional information 

that may be given via clauses in conjunction with the loop directive includes stating how many 

10



loops in the loop nest immediately following the directive will be parallelized, and specifying a 

loop schedule, which is a strategy for assigning loop iterations to threads. 

One of the most powerful innovations in the OpenMP API is that it does not require the 

worksharing directives to be in the same procedure as the parallel directive. In other words, 

one or more procedure calls may occur within a parallel construct and any of the invoked 

procedures may contain OpenMP directives.  Directives that are not in the same procedure as the 

enclosing parallel directive are known as orphaned directives. Note, too, that a procedure 

containing orphaned directives may also be invoked outside of any parallel region, i.e. in the 

sequential part of the code. In such a situation, the directive is simply ignored.

Since the threads in a team perform their work independently, there can be minor variations in 

the speed at which computations progress on the different threads. Thus the relative order in 

which results are produced is in general not known a priori.  Moreover, since the results of 

computations are often initially stored in memory that is local to the thread where they were 

computed, new values may not be immediately accessible to threads running elsewhere on the 

machine. In order to provide some guarantees on the availability of data that are independent of 

any hardware or operating system consistency mechanisms, both parallel regions and 

worksharing constructs are terminated by a barrier, at which point the threads wait until all of 

them have completed execution of the construct and results are made available to all threads. 

Subsequent computations may therefore safely assume their availability and exploit them.  Since 

a barrier may introduce inefficiencies if some threads must wait for slower ones to complete their 

assigned portion of work, it is possible to override its insertion at the end of worksharing 
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directives (but not at the end of parallel regions, where the barrier is mandatory). For this, the 

nowait clause is provided. However if the barrier is omitted, there are no guarantees on the 

availability of new values of shared data. Note that it is part of the job of the application 

developer to ensure that there is no attempt to use data before it is known to be available. The 

implementation does not test for this kind of error in the use of OpenMP directives. 

In addition to the barrier, there are a few other features in the API that trigger the updating of 

shared data so that all threads will have a consistent view of their values. In addition to writing 

back any new values to main memory, threads will then retrieve any new values for shared 

variables that they have copied into local memory. Such places in the code are synchronization 

points. Between synchronization points, code executing on different threads may temporarily 

have different values of shared data. As a result, OpenMP has a relaxed consistency model (Adve 

and Gharachorloo 1995, Bronevetsky and de Supinski 2007).

6.2.1.1 Scheduling Parallel Loops 

It is sometimes important to be able to influence the way in which iterations of a parallel loop are 

assigned to threads, since this may have a major impact on the performance of the loop 

(Chapman 2008, Chandra 2000). For this, a so-called schedule clause may be appended to the 

loop directive. It may specify a static, dynamic, guided, auto(matic) or runtime schedule. When a 

static schedule is applied, the iterations will be partitioned into a set of contiguous chunks that 

will be assigned to the threads in a round-robin fashion. If no chunk size is given, a roughly 

equal number of iterations is assigned to each thread in a single chunk. When the amount of 

work is about the same in each iteration of the parallel loop, then a static schedule will distribute 
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work evenly among threads. However, if the amount of work per iteration varies widely, a 

dynamic or guided schedule might be more appropriate. Under a dynamic schedule, each thread 

will grab a chunk of iterations and return to grab another chunk when it has executed them. Note 

that in this case, if no chunk size is specified, the default is a single iteration. A guided schedule 

is like the dynamic one except that the size of the chunks varies: it is set to be a proportion of the 

iterations remaining to be performed and thus will continually decrease. The auto schedule gives 

the implementation complete freedom to choose a schedule, including applying schedules that 

can not be described using OpenMP features. Finally, the runtime schedule will allow the actual 

schedule to be determined during execution using an environment variable and a library routine 

are provided for this purpose (see Section 6.2.5). If the programmer does not supply a schedule 

clause, then an implementation-defined default schedule will be applied. Note that this is almost 

always the static schedule.

!*************************************************************
!! Fortran code with parallel loop nest and collapse, 
!! schedule clauses.
!*************************************************************
!$omp parallel do collapse(2) schedule(static)
      do i=1,np
        do j=1,nd
          call random_number(x)
          pos(j,i) = box(j)*x
          vel(j,i) = 0.0
          acc(j,i) = 0.0
        enddo
      enddo
!$omp end parallel do

Example 3: Use of OpenMP directives with Fortran

Our first code example shows how OpenMP can be used to parallelize a loop nest in a Fortran 

program.  A parallel region has been identified via the insertion of two directives, one at the start 
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marking its beginning and one at the end. Note that here the parallel directive and the loop 

directive, needed to specify that the following loops’ iterations should be shared among the 

threads, have been combined in a single line. Since statements beginning with an exclamation 

mark are considered to be comments in Fortran 90, a compiler that does not implement OpenMP 

will consider these directives to be comments and will simply ignore them. This will also happen 

if the user does not invoke the compiler with any options required to instruct it to translate 

OpenMP. The directives are clearly recognizable as a result of the omp prefix which is used to 

mark them.

Here, the parallel do directive will result in the formation of a team of threads: the 

programmer has not specified how many threads to use, so that either a default value will be 

applied or a value that has been set prior to this will be utilized. Each thread in the team will 

execute a portion of the parallel loop that follows. Since the collapse clause has been 

specified with 2 as an argument, both of the following two loops will be collapsed into a single 

iteration space and then divided as directed by the schedule clause. Thus the work in the 

iterations of the i and j loops, a total of np*nd iterations of the loop body, will be distributed 

among the threads in the current team. The static schedule informs the compiler that each thread 

should receive one contiguous chunk of iterations. For example, if the current team has 4 threads 

and np = nd = 8, there are 64 iterations to be shared among the threads. Each of them will have 

16 contiguous iterations. Thus thread 0 might be assigned the set of all iterations for which i is 1 

or 2. If a different mapping of iterations to threads is desired, a chunk size can be given along 

with the kind of schedule. With a chunk size of 8, our thread 0 will instead execute two 

contiguous sets of iterations. These might be all iterations for which i is either 1 or 5.
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/************************************************************
! Basic matrix multiply using OpenMP.
*************************************************************/
#pragma omp parallel private(i,j,k) 
{
  #pragma omp for schedule(static)
! for (i = 0; i < N; i++)
! ! for (k = 0; k < K; k++)
! ! ! for (j = 0; j < M; j++)
! ! ! ! C[i][j] = C[i][j] + A[i][k]*B[k][j];
}   /* end omp parallel */

Example 4:  This shows a naïve matrix multiply. Arrays A, B, and 
C are shared by default. Loop counters are kept 
private. 

6.2.2  The Data Environment

By default, most data in an OpenMP program is shared among all of the executing threads. If 

shared data is modified by a thread, then the new value is guaranteed to be available to other 

threads immediately after the next barrier or other synchronization point in a program. However, 

as already mentioned, threads may also have private, or local data. Each thread has its own copy 

of each private object and their values may differ; although the use of private data may increase 

the memory requirements of a code, access to it is generally highly efficient. Moreover, the 

availability of local copies of some data may sometimes reduce the amount of synchronization 

needed between multiple threads. Threads may also have static private data, known as 

threadprivate data, so long as certain restrictions hold (mainly, there must be the same number of 

threads in the executing thread teams and  there must be no nested parallelism). The values of 

threadprivate objects are then preserved between different parallel regions. 

Data declared to be firstprivate is a private variable that is moreover initialized with the value of 

the corresponding variable immediately prior to the construct where this attribute is specified. If 
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this clause occurs together with a parallel directive, then the value of the corresponding variable 

on the master thread is applied. Variables may also be declared to be lastprivate, or to be 

reduction variables. The former of these causes the last value of the corresponding private 

variable to be saved, and assigned to the value in the enclosing construct. Note that in this 

context “last’’ means the value assigned in the last iteration that would be executed if the 

associated loops were performed sequentially, or the value assigned in the last piece of source 

code in a set of sections. Also, there may sometimes be overheads involved in determining which 

value is the last one.  

Reduction operations, in which a number of values are combined, for example to form their sum 

or to find the maximum value, are common in many algorithms.  Without special handling, a 

loop containing a reduction would be sequential, since each iteration would form a result 

depending on that of the previous iteration. OpenMP allows these loops to be parallelized so long 

as the application developer specifies that the loop contains a reduction and indicates the variable 

and kind of reduction via the corresponding clause.  The reduction options include dot products, 

Boolean operations, and bit operations. Note that user-defined reductions are not permitted.

Data-sharing attributes may be specified in the form of clauses that can be used in conjunction 

with a parallel directive, with worksharing directives (except workshare), and with a task 

directive (see Section 6.2.3). In the case of a reduction, the kind of reduction must also be given. 

For those variables that are not specifically assigned an attribute, defaults are applied. Rules 

governing defaults are designed to be intuitive. For example, the local data of procedures that are 

invoked inside parallel regions are generally private; formal parameters inherit the data-sharing 

attributes of the corresponding actual arguments. The iteration variable of a parallel loop is an 
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important example of a variable that is private by default. The API allows the programmer to 

override default data attributes in most cases.

6.2.2.1  Using Data Attributes 

Our next example illustrates the use of OpenMP in conjunction with C, which does not require 

the use of end directives and where instead of structured comments, OpenMP directives are 

expressed as pragmas. In this code, the application developer has inserted a parallel region 

directive in the main procedure, which we do not show. The threads in the team created to 

execute it will all call the procedure foo. The automatic variables p and i are private by default, 

so that each thread has its own private instance of them. The formal parameters m and n will 

have the same data sharing attributes as the corresponding actual arguments. When the parallel 

sections construct is encountered, each individual section will be executed by one of the 

threads. The use of the nowait clause means that there will be no barrier at the end of the 

construct. This allows each thread to proceed past the sections construct after executing its 

section without waiting for the other thread to complete its share. If there are no dependences in 

the code that require the threads to wait for each other, this is a suitable way to ensure that each 

thread may continue to do useful work without unneccesarily impeding performance. 

/*************************************************************
! Orphaned OpenMP worksharing directive (sections) with a 
! nowait clause. 
*************************************************************/

int g;
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void foo(int m, int n){
! int p, i;
! #pragma omp sections firstprivate(g) nowait
! {
! ! #pragma omp section 
! ! {
! ! ! p = foo(g); 
! ! ! for (i = 0; i < m; i++)
! ! ! ! do_stuff ; 
! ! }
! ! #pragma omp section  
! ! {
! ! ! p = bar(g);
! ! ! for (i = 0; i < n; i++)
! ! ! ! do_other_stuff ;
! ! }
! }
! return;
}

Example 5: Use of OpenMP directives with C  

6.2.3 Explicit Tasks 

The task directive provides another powerful and flexible means of describing the parallelism 

in a broad variety of applications. It is particularly suited to expressing the parallelism in 

algorithms where the amount of parallelism is not known in advance, for instance when 

recursion is involved or when each element in a list or other pointer-based structure must be 

processed in some fashion. When this directive is encountered at run time, the structured block of 

code that it is associated with will be made ready for execution. This requires, in particular, that 

any current values of data that it uses during computation are retrieved. The task may then be 

immediately executed by an arbitrary thread, or it might have to wait until a thread is ready to do 

so. There are no guarantees on the order in which tasks are executed if they are created between 

the same pair of synchronization points. Therefore the computation must not rely on any such 
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Each individual task will be executed sequentially by just one thread. However, if another task 

construct is encountered during its execution, then it will be responsible for creating a new task 

that will be separately scheduled for execution. Since it is possible that very many tasks are 

created around the same time, the implementation is allowed to suspend the execution of a given 

task in order to perform other work for a while. By default, execution of a suspended task is 

subsequently resumed on the same thread. The reason for this is that a task might access data that 

is private to that thread. If this is not the case, then the programmer may specify that a task is 

untied. This means that, if suspended, the untied task may be resumed on any available thread. 

This might somewhat improve program performance. 

One reason that this construct is so flexible is that it may appear anywhere in a parallel region, 

including within another task. In other words, tasks may be nested. They are therefore highly 

suitable for expressing the parallelism in a recursive algorithm. However, worksharing directives 

may not appear within a task unless a new parallel region has been created. An additional 

important restriction is that a task may not contain a barrier. (Given the arbitrary execution 

ordering and location, this would otherwise most likely lead to a deadlock.) 

6.2.3.1 Using Explicit Tasks 

The following code snippet illustrates a typical use of tasks to parallelize code that traverses a 

linked list. If a parallel loop were created to do so, the application would first have to ascertain 

the number of items in the list, so that the work associated with them could be distributed among 

the threads. This is not only cumbersome for the programmer; it also consumes execution time 

unnecessarily. Here one of the threads will execute the single region and generate a task for the 
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current node. It will then move on to the next node and generate a task for it. Other threads may 

immediately start executing tasks that are ready. If too many tasks are created, the 

implementation is permitted to suspend the generation of tasks so that some of them may be 

executed before more are created. 

Since each task will perform work related to the node that was current at the time of execution, 

the value of the variable currentNode must also be saved for retrieval when the work is 

performed. For this reason, variables passed to a task are firstprivate by default.  

/************************************************************
! Explicit OpenMP tasks to parallelize code traversing a 
! linked list in C. Though currentNode is firstprivate by 
! default, it is good practice to use explicit data scoping 
! attributes.
*************************************************************/

void processList(Node * list) 
{ 
! #pragma omp parallel 
! ! #pragma omp single 
! ! { 
! ! ! Node * currentNode = list; 
! ! ! while ( currentNode ) { 
! ! ! ! #pragma omp task firstprivate( currentNode ) 
! ! ! ! ! doWork( currentNode ); 
! ! ! ! currentNode = currentNode->next; 
! ! ! } 
! ! } 
} 

Example 6: OpenMP task directive  
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6.2.4 Synchronization

When a new value is computed for a shared variable during program execution, that value is 

initially stored either in cache memory or in a register. In either case, it may be accessible only to 

the thread that performed the operation. At some subsequent, unspecified time the value is 

written back to main memory from which point on it can be read by other threads. The time 

when that occurs will depend partly on the way in which the program was translated by the 

compiler and in part on the policies of the hardware and operating system.  Since the 

programmer needs some assurances on the availability of values so that threads may cooperate to 

complete their work, OpenMP provides its own set of rules on when new values of shared data 

must be made available to all threads and provides several constructs to enforce them. 

Many OpenMP programs rely on the barriers that are performed at the end of worksharing 

regions in order to ensure that new values of shared data are available to all threads. While this is 

often sufficient to synchronize the actions of threads, there is also a barrier directive that may 

be explicitly inserted into the code if needed. It is then essential that all the threads in the current 

team execute the barrier, since otherwise the subset of threads that do so will wait for the 

remaining threads indefinitely, leading to deadlock. Note that all waiting tasks will be processed 

at a barrier, so that the program can safely assume that this work has also been completed when 

the threads proceed past this synchronization point in the program. 

There is also a directive that can be used to enforce completion of the execution of waiting tasks. 

Whereas a barrier will require all threads to wait for the completion of all tasks that have been 

created, both implicit and explicit, the taskwait directive applies only to specific explicit 
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tasks. The taskwait directive stipulates that the currently executing parent task wait for the 

completion of any child tasks before continuing. In other words, it applies only to child tasks 

created and not to any subsequently generated tasks. 

Many computations do not require that shared data accesses occur in a specific order, but do 

need to be sure that the actions of threads are synchronized to prevent data corruption. For 

example, if two different threads must modify the value of a shared variable, the order in which 

they do so might be unimportant. But it is necessary to ensure that both updates do not occur 

simultaneously. Without some form of protection, it is conceivable that a pair of threads both 

access the variable being modified in quick succession, each obtaining the same “old” value. The 

two threads could then each compute their new value and write it back. In this last step, the value 

of the first update will simply be overwritten by the value produced by the slower thread. In this 

manner, one of the updates is simply lost. To prevent this from happening, the programmer needs 

a guarantee that the corresponding computations are performed by just one thread at a time. In 

order to ensure this mutual exclusion, the OpenMP programmer may use the critical 

directive to ensure the corresponding critical region may be executed by only one thread at a 

time. When a thread reaches such a region of code at runtime, it must therefore first check 

whether another thread is currently working on the code. If this is the case, it must wait until the 

thread has finished. Otherwise, it may immediately proceed. A name may be associated with a 

critical construct. If several critical directives appear in the code with the same name, then the 

mutual exclusion property applies to all of them. This means that only one thread at a time may 

perform the work in any critical region with a given name. 
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Locks offer an alternative means of specifying mutual exclusion. They are discussed briefly in 

Section 6.2.5. Note that for some simple cases, the atomic directive suffices. For example, if 

the operation that must be protected in this fashion is a simple addition or subtraction of a value, 

then prefixing this by the atomic directive ensures that the fetching, update and writing back of 

the modified value occurs as if it were a single indivisible operation. The value must also be 

flushed back to memory so that another thread will access the new value when it performs the 

operation.

One of the least understood features of the OpenMP API is the flush directive, which has the 

purpose of updating the values of shared variables for the thread that encounters it. In contrast to 

the features introduced above, this directive does not synchronize the actions of multiple threads. 

Rather, it simply ensures that the thread executing it will write any new shared values that are 

locally stored back to  shared memory and will retrieve any new values from the shared memory 

for shared data that it is using. However, if two different threads encounter a flush directive at 

different times, then they will not share their new values as a result. The first of the threads will 

make its data available but will not have access to those created by the thread that has not yet 

reached that point in the program.  As a result it can be tricky to synchronize the actions of 

multiple threads via flushing, although it can offer an efficient way of doing so once the principle 

is understood. 

Most existing shared memory systems provide support for cache coherency, which means that 

once a cache line is updated by a thread, any other copies of that line (including the 

corresponding line in main memory) are flagged as being “dirty” (Bircsak et al. 2000).  This 
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means that the remaining threads know that the data on other copies is invalid. As a result, any 

attempt to read data from that line will result in the updated line being shared. In other words, the 

thread will indeed get the new values – in contrast to the description above. Thus on many of 

today’s systems, regular flushing has little if any impact on performance. As soon as data is 

saved in cache, the system will ensure that values are shared. (So there is only a problem if it is 

still in a register.) Some performance problems result from this, as discussed below. Also, not all 

systems guarantee this and in the future it is likely to be a bigger problem, as it can be expensive 

to support cache coherency across large numbers of threads.

6.2.4.1 Performing Reductions in OpenMP

The following example illustrates two different ways in which the sum of the elements of an 

array may be computed by a team of threads. In the first case, each thread has a private copy of 

the variable local_sum (which has been initialized to 0 immediately prior to the parallel 

region). The default loop schedule will be applied to assign iterations to threads. Each iteration 

will update the local sum. In order to combine these values, the global sum must be formed. 

Since it is necessary to ensure that the threads do not interfere with each other while adding their 

own local sum to the global value, the application developer must protect this update. Here, a 

critical region encloses the corresponding operation. 

The second part of this program makes use of the OpenMP reduction facility to perform the same 

computation. Here, the variable that will hold the global sum is initialized, and then a parallel 

region is started to carry out the work. The reduction clause is used to indicate that there is a 

reduction operation, but also the kind and the variable that will hold the result. The rest of the 
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work of deciding how best to perform the reduction operation is left up to the implementation, 

which is free to choose the most efficient strategy it can find for combining the partial results. 

/***********************************************************
These two loops achieve the same end. The first shows a 
reduction operation using an OpenMP for loop and a critical 
region, without which data corruption might otherwise 
occur. The second uses an OpenMP for loop with a reduction 
clause to direct the implementation to take care of the 
reduction.

***********************************************************/

#pragma omp parallel shared(array,sum) firstprivate(local_sum)
{
! #pragma omp for private(i,j) 
! for( i = 0; i < max_i; i++){
! ! for( j = 0; j < max_j; ++j)
! ! ! ! local_sum += array[i][j];
! }
! #pragma omp critical
! sum += local_sum;
!
}! ! ! /*end parallel*/

/*** Alternate version ***/
sum = 0;
#pragma omp parallel shared(array)
{!
! #pragma omp for reduction(+:sum) private(i,j)
! for( i = 0; i < max_i; i++){
! ! for( j = 0; j < max_j; ++j){
! ! ! ! sum += array[i][j];
! ! ! }
! }
}! ! ! /*end parallel*/

Example 7: Reductions in OpenMP.

6.2.5 OpenMP Library Routines and Environment Variables

In addition to directives, the API provides a set of library calls that may be used to set, retrieve 

and get information on some important execution parameters. These include the number of 
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threads that will be used to execute the next parallel region, the schedule to be applied to parallel 

loops that have been declared with a runtime schedule, and the maximum permitted level of 

nested parallelism (Blikberg and Sørevik 2005). Further it is possible to find out whether the 

number of threads that will execute a parallel region may be dynamically adjusted, whether 

nested parallelism is enabled and to modify these aspects of program behavior. Each member of 

the team is numbered consecutively with a non-negative integer, whereby the master is assigned 

the value 0. Most importantly, a thread is able to retrieve its own thread ID. It can find out 

whether it is currently executing a parallel region, how many parallel regions it is contained in, 

the number of threads in the team executing any of these levels, the thread ID of its ancestor in 

any of those levels, and the maximum number of threads available to a program.

Many of these values can be set prior to execution by assigning a value to the corresponding 

environment variable. Environment variables can be also used to set the stack size and a wait 

policy. We discuss these briefly in Section 6.3.

Another set of routines is available for the explicit use of locks to control threads’ access to a 

region of code.  In addition to providing the same kind of control as a critical construct, it is 

possible to test the value of a lock prior to an attempt to acquire it. If the test shows that it is set, 

the thread may be able to perform other work rather than simply waiting. The OpenMP library is 

should be included in C/C++ programs as a preprocessor directive with #include <omp.h>.

6.2.5.1 SPMD Programming Style 
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It is even possible to rely primarily on the library routines in order to distribute the work of a 

program to threads. Since this involves the explicit mapping of work to the individual threads, it 

is often considered to be a rather low-level style of programming. A strength of OpenMP is that 

directives may be used where appropriate and, in the same program, this lower-level style of 

coding adopted where precise control of the mapping of work is necessary. 

/*************************************************************
! SPMD code style using threadids and using a barrier 
*************************************************************/

#pragma omp parallel private(my_id, local_n) shared(a,p)
{
! p = omp_get_num_threads();
! my_id = omp_get_thread_num();
!
! if (my_id == 0){
  !! printf("I am the master of %d thread(s).\n", p);
! }else{
! ! printf("I am worker #%d\n", my_id);
! }

! if (my_id == 0){
! ! a = 11;
! ! local_n = 33;
! }else{
! ! local_n = 77;
! }
! #pragma omp barrier
! if (my_id != 0){
! ! local_n = a*my_id;
! }
! #pragma omp barrier
! printf("Thread %d has local_n = %d\n", my_id, local_n);
}
! printf("a = %d\n", a);

Example 8: Explicit assignment of work to threads in SPMD style.
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6.3 Implementation of OpenMP

In contrast to some other high-level programming languages for parallel computing, the 

implementation of OpenMP is relatively straightforward. It typically involves two components, 

an OpenMP-aware compiler that is able to recognize and appropriately process the OpenMP 

constructs supplied by the application developer, and the compiler’s runtime library, which is 

responsible for creating and managing threads during a program’s execution (Liao et al. 2006). 

The routines of a runtime library are specific to a given compiler. Although there is a typical 

strategy followed by most compilers, their details differ somewhat and there are no standards 

with respect to either the functionality or the name of runtime library routines. 

Today, most compilers that implement one or more of the base languages are also able to 

translate OpenMP. When such a compiler translates a user-supplied Fortran, C, or C++ code, it 

will also encounter any OpenMP directives or user-level library calls that have been inserted into 

the program. Assuming that any compiler options required for OpenMP translation have been 

specified, it will translate the OpenMP constructs by suitably adapting the code and inserting 

calls to its runtime library routines. Otherwise the OpenMP constructs will be ignored. 

The implementation of the parallel directive is the most fundamental step in the translation 

process.  Typically, the code that is lexically contained within the parallel construct is converted 

into a procedure, an approach that is known as outlining. References to shared variables in the 

region are replaced by pointers to the memory location for the shared object and passed to the 

routine as an argument while private variables are simply treated as being local to this routine. A 

minor adaptation of this strategy serves to realize firstprivate variables; their initial value is 
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passed to the procedure, typically in the form of an additional parameter. Then a runtime library 

routine is invoked to fork the required number of threads and to pass the outlined procedure to 

them for execution. In practice, implementations avoid the repetitive creation and termination of 

threads at the start and end of parallel regions by allowing threads other than the master to sleep 

between different parallel regions. The latest standard permits the user to help determine whether 

threads will busy-wait or sleep at other places where they are idle, such as when they are waiting 

to enter a critical region. If wait times are likely to be short, busy-waiting is often preferred since 

they will quickly respond to a changed situation. However, this can consume resources that may 

be needed by active threads. So when the wait can be longer, it might be preferable to put them 

to sleep.

A parallel loop will typically be replaced by, first, a routine that each thread invokes to determine 

the set of loop iterations assigned to it. Then the iterations are performed and a barrier routine 

invoked. For static schedule kinds, each thread may independently determine its share of the 

work. If a dynamic or guided schedule has been specified, then a thread may need to carry out 

multiple sets of iterations. In such cases, once it has completed one set, it will again invoke a 

routine to get another portion of the work. In this case, more coordination is required behind the 

scenes and the corresponding routine is involved several times. As a result, overheads are slightly 

higher. However, if the loop iterations contain varying amounts of work, it is often faster than a 

static schedule. Parallel sections are often converted to a parallel loop that has as many iterations 

as there are sections. Branches to the individual sections ensure that the ith iteration will perform 

exactly the work of the ith section.
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A single directive is typically executed by the first thread that reaches it. To accomplish this, 

each thread will test the value of a shared variable that indicates whether or not the code has been 

entered. The first thread to reach it will set the variable and thus ensure that other threads do not 

attempt to perform the computations. As with any access to a shared variable, this test and set 

should be done atomically by the implementation. 

There are several ways in which OpenMP tasks may be implemented (Addison 2009). A simple 

strategy is to create a queue of tasks, which holds all tasks that have been generated but whose 

execution has not been completed. More sophisticated strategies may implement one or more 

queues of tasks for each thread and enable threads to steal tasks from other threads’ queues if 

they have no more tasks in their own queue (Frigo 1998, Duran 2008). This might, for instance, 

enable some amount of data locality. Since tied tasks may be suspended, and thus put back onto a 

queue, there might be an additional queue per thread to hold these. Such tasks cannot be stolen 

by other threads so this will separate them from those that could be executed by any thread. 

Implementations must also consider whether to prefer to continue to generate tasks until a 

synchronization point is encountered or some threshold has been reached (which may depend on 

the overall number of tasks generated, the number already in a queue, or some additional 

criteria), or whether they should use some other strategy to decide when to start executing tasks 

that are ready. 

Critical regions are usually implemented with low-level locks managed by the runtime. Threads 

that are waiting to enter a critical region may do so actively, i.e. by frequently checking to find 

out if the region is still being worked on. They can also do so passively, in which case the thread 

simply sleeps and is woken up when the computation is ready for it to proceed. Both modes can 
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typically be supported by an implementation. Whereas the former case usually allows the thread 

to begin its work faster, it also causes the thread to use resources that may be needed by other 

threads, thereby interfering with their progress. Nevertheless, if the wait time is expected to be 

very short, it may be a good choice.  If the waiting time is long, the latter may be better. Since 

the implementation may not be able to determine which policy is preferable, the OpenMP API 

allows the application developer to influence its strategy. 

The OpenMP (user-level) library routines are often simply replaced by a corresponding runtime 

procedure. Since some of runtime routines are frequently invoked – this applies particularly to 

the barrier implementation and to the function that retrieves a thread’s identifier – they are 

typically very carefully crafted. There are, for instance, a variety of algorithms for performing 

barriers and efficient versions can significantly outperform naïve barrier implementations 

(Nanjegowda 2009). Locks and atomic updates might also have straightforward 

implementations. The underlying thread package chosen for thread management operations will 

depend on the options available. Where portability is required, Pthreads is often selected. But 

most systems provide more efficient alternatives. Note that OpenMP is beginning to be 

implemented on some kinds of systems that do not provide a fully fledged operating system and 

thus sometimes have minimal support for thread operations. For these systems too, the 

implementation will choose the best primitives available (Chapman 2009). 

Although OpenMP has most often been implemented on cache-coherent shared memory parallel 

computers, including multicore platforms, it has also been implemented on non cache-coherent 

platforms, large distributed shared memory machines, and there are a few implementations for 

distributed memory machines also (Huang et al. 2003, Marowka et al. 2004, Hoeflinger 2006). 
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OpenMP has begun to be used as a programming model for heterogeneous multicore 

architectures (Liu and Chaudhary 2003, Chapman et al. 2009), where different kinds of cores are 

tightly coupled on a chip or board. An early implementation of this kind targeted the Cell, which 

combines a general purpose core (PPE) with multiple special purpose cores; (SPEs) the SPEs do 

not share memory with the PPE, which makes the translation considerably tougher (O’Brien 

2008). A similar approach was taken to enable the convenient use of ClearSpeed’s accelerators in 

conjunction with general purpose multicore hardware (Gaster and Bradley 2007). Given the 

growth in platforms that provide some kind of accelerator, and need to facilitate programming 

across such systems, we expect to see more attempts to provide such implementations in the 

future (Ayguadé 2009a). 

Our example gives a flavor of the code that is generated to execute the loop in Example 7. It 

begins with the outlined procedure that encapsulates the work of the parallel region.  The 

compiler has generated a name for the procedure that indicates that it is the second parallel 

region of the main procedure. Here, too, there are no standards: in some tools in the 

programming environment, these names may be made visible to the user. Next the compiler has 

generated a private variable in which each thread will store its local portion of the reduction 

operation. It then saves the original bounds of the loop that will be distributed among threads 

before passing these as arguments to the procedure that will determine static schedule. Note that 

each thread independently invokes this routine, and that it will use the bounds as well as the 

thread number to determine its own set of iterations. A call to the barrier routine has been 

inserted to ensure that the threads wait until all have completed their share of the parallel loop. 

Next a critical region is used to combine the local sums, in order to complete the reduction. Note 
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that reduction operations are another feature that permits a variety of implementations, some of 

which are much more efficient than others. 

/***********************************************************
! Possible implementation of the code in the 2nd parallel 
! region in Example 7
***********************************************************/

static void __ompregion_main2(thrdid)
! /* var declarations omitted */

! local_sum = 0;
! limit = max_i + -1;
! do_upper = limit;
! do_lower = 0;
! last_iter = 0;
! __ompc_static_init(thrdid, 2, &do_lower, 
! ! ! ! ! ! ! &do_upper, &do_stride, 1, 1);
! if(do_upper > limit)
! {
! ! do_upper = limit;
! }
! for(local_i = do_lower; local_i <= do_upper; 
! ! local_i = local_i + 1)
! {
! ! local_j = 0;
! ! while(local_j < max_j)
! ! {
! ! ! local_sum = array[local_i][local_j] + local_sum;
! ! ! local_j = local_j + 1;
! ! }
! }
! __ompc_reduction(thrdid, &lock);
! sum = local_sum + sum;
! __ompc_end_reduction(thrdid, &lock);
! __ompc_barrier();
! return;
} /* __ompregion_main2 */

Example 9: OpenMP implementation strategy 
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6.4 Programming for Performance

It is hard to overemphasize the importance of carrying out some amount of performance tuning 

once an initial, correct parallel program has been created.  Many application developers are not 

aware of the potential for enhancing the overall runtime behavior if certain aspects of the parallel 

code are overlooked. The performance of parallel programs relies on adequately addressing that 

matter of ensuring efficiency in how the program will use its available resources, primarily the 

memory hierarchy and processor threads (Jin et al. 2007). A naïve approach to the use of shared 

variables often leads to programs with unexpected behavior; unfortunately it may also lead to 

code containing obscure bugs. However, an informed approach will prevent the introduction of 

errors and lead to better performance. Once an optimal sequential version of the code is prepared 

it can be incrementally parallelized and tuned for better performance.

Ideally, all of the available threads should continuously perform useful work throughout the 

execution of a code. In the OpenMP context, the programmer should attempt to ensure that all 

major computations are parallelized. However, the extent to which the code is parallelized may 

depend on the overall performance needed and it is quite possible that there may be remaining 

sequential parts, e.g. to initialize the code. Now that we have discussed the basic strategy 

adopted to implement OpenMP, we can use this insight to now look into how unnecessary 

overheads can be avoided.

Use of the parallel directive deserves careful consideration; if improperly used it may 

actually cause performance degradation. This construct entails the overhead necessary for the 

creation (or waking up) of thread teams, so it should be used infrequently and enclose as much 
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code as possible. For instance, successive parallel for directives should be written as one 

parallel region enclosing successive for directives. An important potential benefit of this is 

that cache utilization may be optimized over a larger region of code: if the different loops access 

the same data, the performance advantage of merging these parallel regions may be significant. 

The overall goal should be to maximize the size and minimize the frequency of parallel 

directives. It is also prudent to use the if clause for parallel and task regions where the amount 

of parallelism may be not be known at compile time. By providing a condition to test for 

sufficient concurrency at runtime, unnecessary overheads can be avoided.

Any synchronization implies that threads may have to wait for another thread to complete an 

operation (Weng and Chapman 2003). The longer the wait, the more likely it is to degrade 

overall program performance. The OpenMP programmer should attempt to eliminate 

unnecessary synchronization and avoid placing unnecessary computations into critical regions or 

code portions that are controlled by locks. Avoiding unnecessary barriers requires knowing 

which constructs entail implicit barriers and which do not. Successive implicit barriers may not 

be obvious but can be eliminated with strategic use of a nowait clause. Limiting the use of 

taskwait should also be considered. Task parallelism often involves great numbers of tasks 

which should not be kept waiting unnecessarily.

The overheads of synchronization are so important that we have discussed them separately. 

However, there are many other overheads that arise when OpenMP programs are executed. Any 

time each thread performs operations that were not part of the original program, overheads are 
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incurred. This is also the case if some work is replicated, since there is no immediate 

performance benefit obtained by it. 

The manner in which memory is used by a program has a great impact on performance, namely 

in its use of the cache (Jin et al.. 1999). As mentioned previously, cache lines are flagged in their 

entirety when “dirty.” It is not just the needed variable that is updated but the entire cache line 

that contains it! This is expensive! Therefore it is prudent to minimize cache misses whenever 

possible. One way to avoid this is to make sure loops are accessing array elements in the proper 

order, either by row or column, for the language being used. Fortran arrays are stored in column-

major order and C/C++ are row-major, so loops should be modified if needed to access array 

elements accordingly. 

One side effect of cache coherent systems is false sharing. This is the interference among threads 

writing to different areas of the same cache line. The write from one thread causes the system to 

notify other caches that this line has been modified, and even though another thread may be 

using different data it will be delayed while the caches are updated. False sharing often prevents 

programs from scaling to a high number of threads. It may require careful scrutiny of the 

program’s access patterns if it is to be avoided.

 It is also important to achieve a balanced workload. The time required for a thread to carry out 

its portion of the computation should be, as far as possible, the same as the time required for each 

of the other threads between any pair of synchronization points. This is generally accomplished 

with a suitable loop schedule for the given algorithm. Some experimentation may be necessary to 

determine the schedule that provides the best performance for any given use of a loop directive.
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OpenMP provides an easy model for incrementally writing parallel code, and it is particularly 

easy to obtain an initial parallel program, but special considerations are needed to ensure that a 

program performs well. With due diligence, an OpenMP programmer can address these common 

performance obstacles and obtain a parallel application that is both efficient and scalable.

6.5 Summary

With the rapid proliferation of multicore platforms and the growth in the number of threads that 

they may support, there is an urgent need for a convenient means to express the parallelism in a 

broad variety of applications. OpenMP began as a vehicle for parallelizing (primarily) technical 

computations to run on small shared memory platforms. Since that time it has evolved in order to 

provide a means to express a number of parallel programming patterns that can be found in 

modern computations, and to support the parallelization of applications written in Fortran, C, and 

C++. The latest version provides support for the expression of multilevel parallelism, for loop 

and task-based parallelism, for dynamic adjustments of the manner of the program’s execution  

(including the ability to modify the number of threads that will be used to execute a parallel 

region), includes features for fine-grained load balancing and offers ability to write high level, 

directive-based code as well as low level code that specifies the instructions that are to be 

executed by the different threads explicitly. The growth in terms of numbers of features has been 

relatively modest. 

The challenges for OpenMP are therefore to support the programming of systems with large 

numbers of threads and to ensure that it is able to express the diverse patterns of parallelism that 

occur in modern technical and non-technical application codes alike. Current work is exploring 
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means to provide for a coordinated mapping of work and data to threads, to enable error 

handling, and to enhance the task interface. With the introduction of systems based on 

heterogeneous cores, the complexity of the application development process has moreover once 

more increased significantly. It will be interesting to see how well OpenMP may target such 

systems also. Early work has already begun to address this topic (Ayguadé et al. 2009a, Huang 

2009). The OpenMP ARB is actively considering a variety of strategies, and features, for 

addressing these challenges, as well as providing additional help to deal with errors and to 

enhance several of its existing features .
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