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Abstract—For many scientific applications, dense matrix multi-
plication is one of the most important and computation intensive
linear algebra operations. An efficient matrix multiplication on
high performance and parallel computers requires optimizations
on how matrices are decomposed and exchanged between com-
putational nodes to reduce communication and synchronization
overhead, as well as to efficiently exploit the memory hierarchy
within a node to improve both spatial and temporal data locality.

In this paper, we presented our studies of performance,
cache behavior, and energy efficiency of multiple parallel matrix
multiplication algorithms on a multicore desktop computer and
a medium-size shared memory machine, both being considered
as referenced sizes of nodes to create a medium- and large-
scale computational clusters for high performance computing
used in industry and national laboratories. Our results highlight
both the performance and energy efficiencies, and also provide
implications on the memory and resources pressures of those
algorithms. We hope this could help users choose the appropriate
implementations according to their specific data sets when
composing larger-scale scientific applications that use parallel
matrix multiplication kernels on a node.

I. INTRODUCTION

There is agreement in the community that the biggest
challenges to future application performance lie with efficient
node-level execution, where the majority of performance im-
provements will happen. Node-level architectures, such as in
medium and large-scale shared memory machines, often imply
deep memory hierarchy with NUMA and/or NUCA memory
and cache configurations. Efficiently exploiting the memory
hierarchy to improve the data locality of applications on a
node often plays the most important role when optimizing a
parallel program on a computational cluster.

For many scientific applications, dense matrix multiplication
is one of the most important and computation intensive linear
algebra operations. An efficient matrix multiplication on high
performance and parallel computers requires optimizations
on how matrices are decomposed and exchanged between
computational nodes to reduce communication and synchro-
nization overhead, as well as to efficiently exploit the memory
hierarchy within a node to improve both spatial and temporal
data locality. The optimized matrix multiplication can be
extremely efficient, computational scientists routinely attempt
to reformulate a mathematical description of their application
in terms of matrix multiplications [1].

In this paper, we studied several aspects of multiple parallel

matrix multiplication algorithms on a multiple core desktop-
size computers and a medium-size shared memory machines,
which we believe are the ideal sized nodes to configure
a medium- and large-scale computational clusters for high
performance computing deployed in both industry and na-
tional laboratories. Our results highlight the characteristics of
performance, energy efficiencies, and cache behavior of those
algorithms, and provide their implications on the memory and
resources pressures. We hope this could help users choose the
appropriate implementations according to their specific data
sets and application requirements when composing larger-scale
scientific applications that use parallel matrix multiplication
kernels on a node.

In this study, we have chosen two straight-forward par-
allel algorithms as base-line comparison, loop chucking and
recursive tiling, and two advanced algorithms, hybrid tiling
and Strassen Algorithms. For comparisons, we also included
the results of cblas dgemm from Intel Math Kernel Library
(MLK), which we assume applies the most advanced opti-
mization to improve the performance. The parallel algorithms
were implemented in OpenMP, a widely used standard for
programming shared memory systems.

The rest of the paper is organized as follows: Section II pre-
sented the four parallel algorithms that are used for this study.
Section III present and discuss the results of performance,
energy efficiency, and memory behaviors of those algorithms
on the two machines. Section IV present some related works
and references for those who would like to explore more.
Finally, Section V contains our conclusions.

II. PARALLEL ALGORITHMS FOR MATRIX
MULTIPLICATIONS

Assuming all the matrices are n × n square matrices. As
already known in basic algebra texts, an element cij in the
matrix Cn, Cn = An ×Bn, is calculated as:

cij =

n∑
k=1

aikbkj , (1)

where aij ,bij , cij are the elements in the i − th row and
j − th column, for the matrices A, B, and C, respectively.
Figure 1 shows the pseudo-code for the direct implementation
of Equation 1.



Fig. 1: Sequential matrix multiplication method.

The performance of straight-forward implementation of ma-
trix multiplication suffers from the temporal locality problem
due to the stride access to the elements of one or two of
the three matrices. This is especially true when executing it
on modern computer architectures that features deep memory
hierarchy. In this work, we confine the data allocation and
access patterns of the matrices A, B and C to eliminate
element-by-element stride-access of any of the three matrix,
i.e. elements of A and C are row-major stored and accessed,
and elements of B are column-major stored and accessed. By
doing this, our parallel algorithms of matrix multiplication are
focused on improving spatial locality in different approaches
of matrix decomposition and data exchanging, as well as on
reducing the overhead of managing parallelisms during the
execution.

We will use OpenMP syntax to describe how each parallel
algorithm is implemented in C-like programming languages
using pseudo code. OpenMP parallel constructs are easy to
understand and to use to implement parallel algorithms. A user
can parallelize a sequential version of an algorithm by simply
adding OpenMP constructs (pragma) to the program, and an
OpenMP-capable compiler will apply the parallelization to
the annotated code sections to indicate runtime to execute
them concurrently. In this work, we have chosen two straight-
forward parallel algorithms:

• Loop Chucking
• Recursive Tiling
and two advanced parallel algorithms:
• Hybrid Tiling
• Strassen’s Algorithms
The two straight-forward parallel algorithms are used as

base-line comparison. We also include the results of the bench-
mark application cblas dgemm from the Intel Math Kernel
Library (MLK). We assume the library applied very aggres-
sive optimization techniques to improve the performance that
includes vectorization.

A. Loop Chucking

Figure 2 gives a pseudo code for the loop chucking parallel
implementation using the OpenMP parallel for worksharing
construct. It simply divides the total n rows by q number
of threads1. Each thread calculates the n/q rows in the final
matrix C. The performance of loop chucking version suffers
from the same issues as of the sequential versions, i.e. the

1A configurable variable that can be set at runtime or defined manually.

Fig. 2: Pseudo code for loop chucking using OpenMP.

high cache misses during the accesses to the elements of the
matrix B by each thread.

B. Recursive Tiling

The parallel recursive tiling algorithm is based on the cache-
oblivious algorithms [2] which provides a portable solution for
sequential and parallel programs for medium scale machines.
In this approach, the matrices A and B are divided into
small blocks, and the computation of each block of the
matrix C is assigned to a parallel task, thus allowing parallel
calculation of multiple blocks. Figure 3 and 4 give pseudo
codes for the parallel recursive tiling algorithm using OpenMP
task implementation. The algorithm is similar to the classical
Divide and Conquer approach. It takes large matrices and
recursively breaks them into small pieces. In Figure 4, ld
is the original width of the matrices and add is a boolean
variable which is used to test whether n is divisible by two
in the parent function. The variable N is the basic block size.
Its value is critical for the performance of the approach. The
main short coming of this approach are overhead associated
with the OpenMP task run time environment.

C. Hybrid Tiling

Figure 5 gives a pseudo code for the hybrid tiling approach.
Loop chucking is used to divide parts of the matrix A among
cores. Within each cores, the sequential recursive tiling, shown
in Figure 4, is applied. This tiling approach maps the de-
composed submatrices onto the memory hierarchy to improve
both the spatial and temporal locality. In this a machine-
specific mapping approach, we provided a more customized
optimization with regards to application execution behaviors
and data access patterns.

D. Strassen’s Algorithm

We also implemented the matrix multiplication problem
using Strassen’s algorithm. While the simple algorithm in
Figure 1 consumes O(n3) times to multiply n × n matri-
ces, Strassen’s algorithm achieves a runtime complexity of
O(n2.807). The key point is to translate multiplication to
addition. When matrices are multiplied in a normal way similar
to Figure 6, the number of times of multiplication is eight.
However, Strassen’s algorithm requires only seven submatrices
multiplications instead of eight as shown in Figure 7. This
algorithm is parallelized by inserting parallel sections directive
and submatrices are multiplied in parallel. Applying this



Fig. 3: Pseudo code for recursive tiling; Function SmallMulti.

Fig. 4: Pseudo code for recursive tiling.

Fig. 5: Pseudo code for hybrid tiling.

Fig. 6: Normal matrix multiplication.

Fig. 7: Matrix multiplication using Strassen’s algorithm.

algorithm recursively, submatrices are decomposed to fine-
grain tasks similar to Figure 4.

III. RESULTS AND ANALYSIS

In this section, we discuss the experimental results we have
collected on two platforms, one is a NLE systems node that has
four 2.2 GHz 12-core AMD MagnyCours Opteron processor
(48 cores total) and 64 GB DDR3 main memory; and the
other one is an Intel Sandy Bridge i7 3930k desktop with
total 6 cores and 16GB DDR3 of main memory. The selection
of this two machines was based on our observation that most
medium- and large-scale high performance computing clusters
currently deployed in industry and national laboratories have
node configurations that are similar to these two machines. So
our results could be representative and useful as references for
people to choose node architecture for their workloads that are
similar to dense matrix multiplications.

The NLE AMD Opteron machine has ccNUMA node
architecture, and each of the four MagnyCours processors has
two 6-core CPU chips packaged into one die for a total of
8 CPU chips. Each core has its own 64KB L1 and 512KB
L2 cache, and the six cores on the same chip share 6MB L3
cache. Each CPU chip has two channels to the memory. The 8
CPU chips are inter-connected through cache-coherent hyper-
transport links.

The Intel desktop machine has i7 3.2GHz CPU of Sandy
Bridge Microarchitectures with 6 Sandy Bridge-E processor
cores that share 12M L3 cache. Each core has its own
32k L1 data cache, 32k L1 instruction cache, and 256k L2
cache. The operating system installed on the AMD machine
is Linux 2.6.30 with perfctr enabled, and Linux kernel 3.2.0
on Intel machine. The Intel XE 12.0 compiler was used for
the compilation, with -fast flag enabling optimizations.

The matrices used for the experiments are double-precision,
square matrices with elements initialized from a random
number generator. To minimize NUMA effects, the matrix



initialization was performed using OpenMP parallel for work-
sharing, thus to employs first-touch policy to make sure
submatrices are allocated to the local memory of the processor
cores that are going to process the submatrices. All matrices
are square matrices with the number of elements equal power
of 2. The threshold for blocking in the recursive tiling, hybrid
tiling and Strassen algorithms are 64. We chose 64 based
on multiple sequential runs of these algorithms with different
threshold (32, 64, 128, and 256) on the two testing machines,
and found it yielded averagely better performances with 64
than those with other thresholds. We believe the configuration
we chose may be biased to favor certain algorithms for both
performance and cache behavior because of the way each
algorithm decomposes the matrices. We would like to address
this in the future work, i.e. to apply the similar analysis to
rectangular and arbitrary-sized matrices.

A. Performance and Power Results Collections

The performance and power counter information are col-
lected through PAPI interface [3] on Intel Sandy Bridge
desktop. Instead of using performance tools such as TAU
or HPCToolkit to collect harware counters, which could add
additional noise of the results when performing sampling,
we have manually instrumented the programs with PAPI
event calls to provide accurate measuring for the computation
kernels of the algorithms.

The power and energy data are collected with the Intels Run-
ning Average Power Limit (RAPL) [4], [5] interface that are
available from the Sandy Bridge family of processors. RAPL
introduced both onboard power meters and power clamping to
allow per-processor power measurement and power capping
to occur at scale. In this paper, the power and energy related
results are only available on the Intel machines.

On the AMD machine, we have used a Yokogawa WT500
power meter, for reading the dynamic power consumed by
the evaluation node. The Yokogawa WT500 is also endorsed
as an accepted device by SPEC for evaluating the power and
performance characteristics of different classes of computers.
It is capable of producing samples every 100 ms, which makes
it possible for performing fine-grained application analysis.

B. Performance and Energy Efficiency Analysis on the AMD
Opteron Machine

On the 48-core AMD Opteron machine, we have collected
performance and power results. We were unable to collect
power and energy results because we were not aware of such
capabilities existing for the MagnyCours. Also due to a PAPI
bug we observed, L3 cache information is not available either.
The results of L2 cache hit ratio could be viewed as the
average hit ratio of all those cores that are involved in the
computations. The performance and L2 cache hit ratio results
for different matrix size are shows from Figure 8 through
Figure 11. We have also collected results for 4096x4096
matrix size, but it follows similar patterns as that of matrix
2048x2048, thus the plotted figure for those results are not
included in this report.

0 

2000 

4000 

6000 

8000 

10000 

12000 

14000 

1 2 4 8 16 32 48 

M
Fl

op
s 

Number of Threads 

Performance (512x512) 

Chunking 

Recursive 

Hybrid 

Strassen 

MKL 

0 

200 

400 

600 

800 

1000 

1200 

1400 

1600 

1800 

1 2 4 8 16 32 48 

M
Fl

op
s/

W
 

Number of Threads 

Energy Efficiency (512x512) 

Chunking 

Recursive 

Hybrid 

Strassen 

MKL 

Fig. 8: Performance and Energy Efficiency on AMD Opteron
Machine (512x512 matrix each)

Overall, the cblas dgemm from Intel MKL yielded much
higher performance than other algorithms for large matrices
(>1000x1000). We believe the Intel cblas dgemm probably
applied the most advanced optimization to improve the perfor-
mance, including vectorization. The hybrid tiling algorithms
performed generally better than the other three algorithms
(loop chucking, recursive tiling and Strassen). As we have
discussed before, the hybrid tiling algorithm decomposes and
distributes matrices according to the memory hierarchy, thus
able to improve both the spatial and temporal locality at the
runtime.

For L2 private cache hit ratio, most of the algorithms
have pretty high hit ratio, above 90% overall. The hybrid
tiling algorithm exhibits averagely higher hit ratio than other
algorithms for most of the combinations of matrix sizes
and number of threads. The cache hit ratio for the Strassen
algorithm are generally lower than those of other algorithms.

We also observed that, given a matrix size, each of the
algorithms suffers performance degradation after reaching
a certain number of threads of its parallel execution. For
example, as shown in Figure 8, after 4 threads, the loop
chucking, recursive tiling and Strassen algorithms perform
worse than that with 1, 2 and 4 threads. For 512x512 matrix,
as shown in Figure 9, the threshold of number of threads when
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Fig. 9: Performance and Energy Efficiency on AMD Opteron
Machine (1024x1024 matrix each)

performance degradation happens are around 8 or 16 threads;
the threshold for 1024x1024 and 2048x2048 matrix are around
16 threads. This could be generally explained that when there
is not enough useful computation to be distributed among
participating cores, the overhead of managing the parallelism
will become a dominant factors of the overall performance.
So it is very important to choose an appropriate number of
threads based on the input data size. Thus data decomposition
granularity becomes the most important factor for the overall
performance.

C. Performance and Energy Analysis on Intel Sandy Bridge

Figure 12 and Figure 13 show the performance and CPU
energy efficiency results of the algorithms, all running with
6 threads. Strassen algorithm performs much better than the
other three algorithms for larger matrix sizes (>1000x1000),
which is usual because of its reduced multiplication opera-
tions. The hybrid tiling algorithm perform slightly better than
the loop chucking and recursive tiling algorithms for large
matrices too.

The energy efficiency results are shown in Figure 13. Each
of the energy results used to calculate energy efficiency in
Figure 13 for each execution configuration are the sum of
the package energy and the DRAM energy collected through
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Fig. 10: Performance and Energy Efficiency on AMD Opteron
Machine (2048x2048 matrix each)

the RAPL interface. We have noticed that the package energy
takes for about at least 95% of the sum. So our assumption
is that the measured DRAM energy is only for the memory
controller, not including energy used in the off-chip memory
module and data movement on the bus. As shown in the figure,
the energy results we collected follow the similar trends as the
performance results, mainly because that when all CPUs are
highly utilized, most of the energy drains contribute to the real
computations.

The cache behavior results are shown in Figure 14 and
Figure 15. The hybrid tiling algorithm exhibits higher cache
hit rate for both the shared L3 cache and the private L2 cache.
It is interesting to see that overall Strassen algorithm has
relatively lower cache hit rate than the other three algorithms,
for about 4-10% lower for the shared L3 cache. This implies
higher usage on memory bandwidth because higher cache
misses lead to more data transfer from the memory through
the memory bus. This also implies more energy consumption
on data movement, which is not shown in Figure 13. This
supports, from another angle, our observation that the energy
information are mainly about the CPU usage, not including
the memory module and bus.
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Fig. 11: Performance and Energy Efficiency on AMD Opteron
Machine (4096x4096 matrix each)
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Fig. 12: Performance Results on Intel Sandy Bridge (each
matrix is NxN double-precision square matrix)
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Fig. 13: Energy Efficiency on Intel Sandy Bridge (each matrix
is NxN double-precision square matrix)

!"!!!#

$!"!!!#

%!"!!!#

&!"!!!#

'!"!!!#

(!"!!!#

)!"!!!#

*!"!!!#

+!"!!!#

,!"!!!#

$# %# '# +# $)# &%# '+#

!"
#$
%&
'

(')*+,-.&'

/,+0$+1-23,'4!"56/78'$0'9-)+:;'9<#%#:3-=$2'4>?@A;>?@A8'

-../#01234536#

7892:;5<8#=5>536#

?@A:5B#=5>536#

CD:E;;83#

F3D8>#GH-#

+'"!!!#

+)"!!!#

++"!!!#

,!"!!!#

,%"!!!#

,'"!!!#

,)"!!!#

,+"!!!#

$!!"!!!#

$# %# '# +# $)# &%# '+#

B:
)'C

-=
$'
D
'

(')*+,-.&'

5>'E-3*,'B:)'C-=$'$0'9-)+:;'9<#%#:3-=$2'4>?@A;>?@A8'

-../#01234536#

7892:;5<8#=5>536#

?@A:5B#=5>536#

CD:E;;83#

F3D8>#GH-#

Fig. 11: Performance and L2 Cache Behavior on AMD
Opteron Machine (2048x2048 matrix each)
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Fig. 12: Performance Results on Intel Sandy Bridge (each
matrix is NxN double-precision square matrix)
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discussed in [9]. The implementation used for testing Strassen
was found at [10].

V. CONCLUSIONS AND FUTURE WORK

In this paper, we analyzed the performance, energy ef-
ficiency, and cache behavior for multiple parallel matrix
multiplication on shared memory machines, including the
loop chucking, recursive tiling, hybrid tiling and Strassen
algorithms. We have observed: 1) The highly optimized In-
tel MKL cblas dgemm implementation presented dominant
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Fig. 14: Shared L3 Cache Hit Rate on Intel Sandy Bridge

IV. RELATED WORK

An overview of memory considerations and algorithms can
be found in [6]. A detailed explanation of memory consid-
erations in implementing matrix multiplication can be found
in [7]. The recursive matrix multiplication is presented in detail
in [2]. The Strassen algorithm was first introduced in [8],
and the memory usage optimizations for the algorithm are
discussed in [9]. The implementation used for testing Strassen
was found at [10].
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Fig. 12: Performance Results on Intel Sandy Bridge (each
matrix is NxN double-precision square matrix)
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Fig. 13: Energy Efficiency on Intel Sandy Bridge (each matrix
is NxN double-precision square matrix)
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V. CONCLUSIONS AND FUTURE WORK

In this paper, we analyzed the performance, energy ef-
ficiency, and cache behavior for multiple parallel matrix
multiplication on shared memory machines, including the
loop chucking, recursive tiling, hybrid tiling and Strassen
algorithms. We have observed: 1) The highly optimized In-
tel MKL cblas dgemm implementation presented dominant
performance and scalability over other algorithms for large
matrices (>1000x1000) and with small or medium number
of threads (<=32). 2) given the sizes of the matrices, each
algorithm favor certain configurations in terms of number of
threads that will yield better performance than the other algo-
rithms. So it is very important to select the right configuration
according to the specific data sizes, application requirements
and hardware capabilities. The hybrid tiling algorithm per-
forms generally better than the other three because of its better
spatial and temporal locality owing to a machine-aware matrix
decomposition and tiling. 3) Strassen algorithms generally
exhibits lower cache hit ratio than the other three, which
implies that it saturates higher memory bandwidth because
of handling more cache misses through memory bus. 4) The
power and energy efficiency results collected so far do not
yield much useful insights yet because of the limited resources,
both in hardware features and software tools, available to
profile an application in this dimension. We expect to collect
more of those results with either external power meters or
through advanced power and energy modeling techniques.

In the future, we will experiment with more generic sizes
and rectangular matrices and also apply optimizations such as
dynamic tiling (choosing the tile size based on runtime cache
behavior) to improve the overall performance of the matrix
multiplication kernel. We would like also to quantitatively
study the memory bandwidth pressure imposed by those
algorithms through the combination of memory model and
runtime profiling.
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