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Abstract. This paper presents a source-to-source translation strategy from 
OpenMP to Global Arrays in order to extend OpenMP to distributed memory 
systems. This translation provides a simple approach for programmers to write 
parallel programs using a high-level API that will run on both shared memory 
and distributed memory systems. Our benchmark experiments show scalability 
and lead us to believe that this approach is more promising than the use of soft-
ware DSM systems.  

1 Introduction 

Parallel computer architectures in broad use include Shared Memory Systems 
(SMSs), Distributed Memory systems (DMSs), and Distributed Shared Memory sys-
tems (DSMs). Clusters and DMSs are increasingly popular because of their good 
price/performance ratio. However, most programs written for them are SPMD (Single 
Program Multiple Data) programs using the explicit parallel interface MPI (Message-
Passing Interface) for communication and synchronization of processes. But MPI 
requires advanced programming skills, is error prone, and is too complex for some 
classes of users. Message passing programming models often lead to multiple ver-
sions or a complex set of parameters that users must set to get truly portable perform-
ance.   

Global Arrays (GA) [10] was designed to simplify the programming methodology 
on distributed memory systems. It provides a portable interface via which processes 
in an SPMD-style parallel program don’t need the explicit cooperation of other proc-
esses. The most innovative idea of GA is that it provides an asynchronous one-sided, 
shared-memory programming environment for distributed memory systems. In con-
trast to other popular approaches, it does so by providing a library of routines that 
enable the user to specify and manage access to shared data structures in a program. 
GA reduces the effort required to write parallel program for clusters since they can 
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assume a virtual shared memory. Part of the task of the user is to explicitly define the 
physical data locality for the virtual shared memory and the appropriate access pat-
terns of the parallel algorithm.  

OpenMP [5] has emerged as a popular parallel programming interface for medium 
scale high performance applications on SMSs. Strong points are its ability to support 
incremental parallelization, portability, and ease of use. The OpenMP programmer 
inserts parallel directives and does not need to change the control flow of the corre-
sponding sequential program, which dramatically reduces the effort of adapting a 
previously sequential program to parallel form. Although OpenMP is attractive for 
parallel programming in general, it cannot be used directly on a DMS.  

In this paper, we show how Global Arrays may be used to implement OpenMP on 
clusters. We explain why we believe that this is worthwhile in the next section below, 
outline the translation from OpenMP to GA in Section 3 and give some benchmarks 
to show the potential performance of applications translated in this manner on a vari-
ety of current platforms. We conclude by briefly discussing related work and future 
plans. 

2 Motivation 

Compared with MPI programming, GA simplifies parallel programming on DMSs 
by providing users with a conceptual layer of virtual shared memory. Programmers 
can write their parallel program for clusters as if they have shared memory access, 
specifying the layout of shared data at a higher level. However, it does not change the 
parallel programming model dramatically since programmers still need to write 
SPMD style parallel code and deal with the complexity of distributed arrays by identi-
fying the specific data movement required for the parallel algorithm.  The GA pro-
gramming model forces the programmer to determine the needed locality for each 
phase of the computation.  By tuning the algorithm to maximize locality, portable 
high performance is easily obtained.  Furthermore, since GA is a library-based ap-
proach, the programming model works with most popular language environments: 
currently bindings are available for FORTRAN, C, C++ and Python. 

OpenMP provides an efficient and simple parallel programming methodology for 
SMSs. Given its broad acceptance in the community and the need for a simpler pro-
gramming model for clusters, we believe that OpenMP should also be adapted to run 
on clusters, whether via extensions to the standard or improvements in compiler and 
runtime system technology [8]. However, the traditional approach to doing so re-
quires use of a software DSM to manage shared data in a program. Such systems 
potentially exchange large amounts of superfluous data at synchronization points in 
the code, since they transfer pages even when just one element on a page has been 
updated; thus their ability to provide good performance is unclear. OpenMP programs 
map computation to threads and hence indirectly specify the data needed by a thread. 
This attribute makes it possible to translate OpenMP programs into GA programs. If 
the user has taken data locality into account when writing OpenMP code, the benefits 
will be realized in the corresponding GA code. The translation can give a user the 



advantages of both programming models: straightforward programming and cluster 
execution.  

3 Translation from OpenMP to GA 

Global Arrays programs do not require explicit cooperative communication between 
processes. From a programmer’s point of view, they are coding for NUMA (non-
uniform memory architecture) shared memory systems. It is possible to automatically 
translate OpenMP programs into GA because each has the concept of shared data.  

A careful study of OpenMP directives and GA routines showed that almost all 
OpenMP directives can be translated into GA or MPI library calls at source level. 
(We may use these together if needed, since GA was designed to work in concert with 
the message passing environment.)  Most of OpenMP library routines and environ-
ment variables can be also be translated to GA routines. Exceptions are those that 
dynamically set/change the number of threads, such as OMP_SET_DYNAMIC, 
OMP_SET_NUM_THREADS, may not be translated. The general approach to trans-
lating OpenMP into GA is to declare all shared variables in the OpenMP program to 
be global arrays in GA. Before shared data is used in an OpenMP construct, it must 
be fetched into a local copy, also achieved via calls to GA routines; the modified data 
must then be written back to its “global” location after the computation finishes. GA 
synchronization routines will replace OpenMP synchronizations. OpenMP synchroni-
zation ensures that all computation in the parallel construct has completed; GA syn-
chronization will do the same but will also guarantee that the requisite data movement 
has completed to properly update the GA data structures.  
 
 
 
 
 
 
 
 
 
 
 
 
  
 
 
 
          (a)     (b) 
Fig. 1.  OpenMP Parallel Region(a) and translated GA program (b) 

 
The translated GA program (cf. Fig. 1) first calls MPI_INIT and then 

GA_INITIALIZE to initialize memory for distributed array data. These initialization 

Call MPI_INIT() 
Call ga_initialize() 
!create global arrays for shared variables 
       call ga_create(..) 
!calculate shared variables read region and 
!get the local copy 

    call ga_get(..) 
!  perform computation 
! calculate shared variables modified re-
gion 
! and put the data back 

    call ga_put(..) 
call ga_terminate() 
call MPI FINALIZE(rc)

 
!$OMP PARALLEL SHARED() 

 
… 
 
 

!$OMP END PARALLEL  



functions only need be called in GA program. Variables specified in an OpenMP 
private clause can be simply declared as local variables, since all such variables are 
private to each process in a GA program by default. The translation will turn shared 
variables into distributed global arrays in GA code by inserting a call to the 
GA_CREATE routine. GA permits the creation of regular and irregular distributed 
global arrays. If needed, ghost cells are available. The GA program will make calls to 
GA_GET to fetch the distributed global data into a local copy. After local computa-
tions have been performed using this copy, modified data will be transferred to its 
global location by calling GA_PUT or GA_ACCUMULATE. GA_TERMINATE and 
MPI_FINALIZE routines are called to terminate the parallel region.  

OpenMP’s FIRSTPRIVATE and COPYIN clauses are implemented via the GA 
broadcast routine GA_BRDCST. The reduction clause is translated by calling GA’s 
reduction routine GA_DGOP. GA library calls GA_NODEID and GA_NNODES are 
used to get process ID and number of processes, respectively. OpenMP provides 
routines to dynamically change the number of executing threads at runtime. We do 
not attempt to translate these since this would amount to redistributing data and GA is 
based upon the premise that this is not necessary.  

 
                   (a)     (b) 

Fig. 2.  OpenMP DO construct (a) and translated GA program (b) 
 

In order to implement OpenMP loop worksharing directives, the translated GA 
program calculates the new lower and upper loop bounds in order to assign work to 
each CPU based on the specified schedule (e.g. Fig 2 shows the default static block 
schedule). Each GA process fetches a partial copy of global data based on the array 
region read in the local code. Several index translation strategies are possible. A sim-

!$OMP DO 
do i=begin, end, step  
       … 
enddo 

!$OMP END DO 

! Calculate the local lower and upper bound of  
! iteration set 

size = ((end - begin)/step + 1)/nproc 
if(size * nproc .NE. (end-begin)/step +1) then 
       size = size + 1 
endif 
new_low = begin +thread_id*size*step 
new_upper = new_low + (size-1)*step 
if(thread_id .EQ. nproc-1) then 
      new_upper = end 
endif 
 

!calculate shared variables read region 
 call ga_get() 
do i=new_low, new_upper, step 
    … 
enddo 

! calculate shared variables modified region 
call ga_put() 
 



ple one will declare the size of each local portion of an array to be that of the original 
shared array; this avoids the need to transform array subscript expressions [14].   For 
DYNAMIC and GUIDED schedules, the iteration set and therefore also the shared 
data, must be computed dynamically. In order to do so, we must use GA locking 
routines to ensure exclusive access to code assigning a piece of work and updating the 
lower bound of the remaining iteration set; the latter must be shared and visible to 
every process. However, due to the expense of data transfer in distributed memory 
systems, DYNAMIC and GUIDED schedules may not be as efficient as static sched-
ules, and may not provide the intended benefits. 

 

 
Fig. 3.  Jacobi OpenMP program fragment 
 
The OpenMP SECTION, SINGLE and MASTER directives can be translated into 

GA by inserting conditionals to ensure that only the specified processes perform the 
required computation.  GA locks and Mutex library calls are used to translate the 
OpenMP CRITICAL and ATOMIC directives. OpenMP FLUSH is implemented by 
using GA put and get routines to update shared variables.  This could be implemented 
with the GA_FENCE operations if more explicit control is necessary. The GA_SYNC 
library call is used to replace OpenMP BARRIER as well as implicit barriers at the 
end of OpenMP constructs. The only directive that cannot be efficiently translated 
into equivalent GA routines is OpenMP’s ORDERED. We use MPI library calls, 
MPI_Send and MPI_Recv, to guarantee the execution order of processes if necessary.  

!$OMP PARALLEL SHARED (a,b,sum)        
!$OMP DO 
       do j = 2, SIZE 

     do i = 2, SIZE 
        a(i, j) = (b(i - 1, j) + b(i + 1, j) + b(i, j - 1) + b(i, j + 1)) / 4 
     enddo 
 enddo 

!$OMP END DO  
!$OMP DO 

 do j = 2, SIZE 
     do i = 2, SIZE 
         b(i, j) = a(i, j) 
      enddo 
 enddo 

!$OMP END DO  
!$OMP DO REDUCTION(+:sum) 

   do j = 1,SIZE_1 
      do i = 1,SIZE_1 
          sum = sum + b(i,j) 
      end do  
   end do 

!$OMP END DO  
!$OMP END PARALLEL 



Fig. 3 shows a fragment of a simple Jacobi OpenMP program with three shared 
variables: a, b, sum. To translate this, we need to analyze the access pattern for each 
shared array in order to minimize inter-process communication in the resulting code. 
There is no need to declare a global array for the scalar shared variable sum, since it 
can be handled by the GA reduction function. 
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 

 

 

Fig. 4. Global Array version of Jacobi program 

We create two global arrays g_a and g_b (Fig. 4) and distribute them in the j di-
mension following OpenMP program semantics, which leads to this usage pattern. 
For each OpenMP DO construct, we compute the new bounds for the chunk to be 
executed by each thread, and the region of each shared array that is read by a thread. 
Then we get the local data from the corresponding global array using GA_GET, prior 

call MPI_INIT() 
call ga_initialize() 
myid = ga_nodeid() 
nproc = ga_nnodes() 
! create Global Arrays for shared variables 
OK=ga_create(MT_DBL, SIZE_1, SIZE_1, 'A', SIZE_1, SIZE_1/nproc, g_a)  
OK=ga_create(MT_DBL, SIZE_1, SIZE_1, 'B', SIZE_1,SIZE_1/nproc, g_b) 
!compute new low bound and upper bound for each thread 
psize = ((SIZE - 2) + 1)/nproc 
if(psize * nproc .NE. (SIZE-2)+1) then 
       psize = psize + 1 
endif 
new_low = 2 + myid*psize 
new_upper = new_low + (psize-1) 
if(myid .EQ. nproc-1) then 
      new_upper = SIZE 
endif 
!compute the array read region for each thread 
jlo = new_low - 1 
jhi = new_upper + 1 
!get array local read region 
call ga_get(g_b, 1, SIZE_1, jlo, jhi, b(1,jlo), ld) 
call ga_sync() 
do j = new_low, new_upper 
  do i = 2, SIZE 
        a(i, j) = (b(i - 1, j) + b(i + 1, j) + b(i, j - 1) +b(i, j + 1)) / 4 
 enddo 
enddo 
! compute array write region for each thread 
jlo = new_low 
jhi = new_upper  
! put array local data back global arrays) 
call ga_put(g_a, 2, SIZE, jlo, jhi, a(2, jlo), ld) 
call ga_sync() 
….. 
call ga_terminate() 
call MPI_FINALIZE(rc) 



to executing the loop. After the computation has completed, we compute the modified 
array region and put the locally written data back into its global storage.  

4 Benchmarks 

We have translated small OpenMP programs nto GA and tested their performance 
and scalability.  The first three experiments shown here use the Jacobi code and a 
1152*1152 matrix; the last set of timings uses this code and a 2304*2304 matrix. Fig. 
5 gives the performance of the Jacobi OpenMP and GA programs on an Itanium 2 
cluster with 24 900MHz 2-CPU nodes at the University of Houston; each has 4 GB 
memory. The Scali interconnect has a system bus bandwidth of 6.4GB/s and a mem-
ory Bandwidth of 12.8GB/s. The Intel Fortran 7.1 compiler was used with the 
switches –O2 –i8 –cm –w90 –w95 –align –LINUX64. 
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Fig. 5. Jacobi program performance on an Itanium 2 cluster 

The results in Fig. 6 were achieved using an SGI Origin2000 DSM system from 
NCSA, a hypercube with 128 195MHz MIPS R10000 processors, in multiuser mode. 
The OpenMP performance drops when the Jacobi program uses more than 32 proces-
sors as a result of the structure of the interconnect. 

0

100

200

300

400

500

600

1 2 4 8 16 32 40 48 64

No.  of  P r ocessor s

J a c obi  Be nc hma r k

OpenMP

GA

 

Sp eed up

0

10

20

30

40

50

60

1 2 4 8 16 32 40 48 64

No.  of  P r ocessor s

OpenMP

GA

 
Fig. 6.  Jacobi OpenMP and GA performance on SGI 2000 
 



Fig. 7 shows performance of this code on a 4*4 SUN cluster (1 4-way ULtraS-
PARC-II 400 MHz E450 and 3 4-way 450MHz E420s) with Gigabit Ethernet connec-
tivity. The compiler is Sun’s Forte Developer release 7. 

 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 7.  Jacobi OpenMP and GA performance on a SUN cluster 

The last experiment performed was on NERSC’s IBM SP RS/6000, a distributed 
memory machine with 6,080 375 MHz POWER 3+ CPUs with 16GB to 64 GB mem-
ory for each node. They are connected to an IBM "Colony" high-speed switch via two 
"GX Bus Colony" network adapters. We increased the matrix size to 2304*2304 in 
order to utilize more processors. We have not included results for more than 56 proc-
essors since there was not enough computation remaining to keep additional proc-
esses busy. 
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Fig. 8.  Jacobi OpenMP and GA programs performance in NERSC IBM SP cluster 

5 Related Work 

OpenMP is not immediately implementable on distributed memory systems. Given 
its potential as a high level programming model for large applications, this is a serious 
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matter and it has clearly been recognized as such by the community. There have been 
a variety of efforts that attempt to overcome this. 

Some of these are based upon efforts to provide support for data locality in 
ccNUMA systems, where mechanisms for user-level page allocation[11] and migra-
tion, and data distribution directives have been developed by SGI [13, 4] and Compaq 
[3]. Data distribution directives can be added to OpenMP [7]. However, this will 
necessitate a number of additional language changes that do not seem natural in a 
shared memory model. Moreover, OpenMP code already contains an implicit data 
distribution, since work is explicitly assigned to threads, or CPUs. The drawback of 
the OpenMP approach is that the user is encouraged to ignore locality when assigning 
work, not that there is no assignment of data and work. 

A number of efforts have attempted to provide OpenMP on clusters by using it to-
gether with a software distributed shared memory (software DSM) environment [1,12 
,2]. Although this is a promising approach, and work will continue to improve results, 
it does come with high overheads. In particular, such environments generally move 
data at the page level and may not be able to restrict data transfers to those objects 
that truly require it. There are many ways in which this might be improved, including 
prefetching and forwarding of data, general OpenMP optimizations such as eliminat-
ing barriers, and using techniques of automatic data distribution to help carefully 
place pages of data. An additional approach is to perform an aggressive, possibly 
global, privatization of data. These issues are discussed in a number of papers, some 
of which explicitly consider software DSM needs [2, 9,15,6]. 

The approach that is closest to our own is an attempt to translate OpenMP directly 
to a combination of software DSM and MPI [8]. This work attempts to translate to 
MPI where this is straightforward, and to a software DSM API elsewhere.  The pur-
pose of this hybrid approach is that it tries to avoid the software DSM overheads as 
far as possible. While this has similar potential to our own work, GA is a simpler 
interface and enables a more convenient implementation strategy. Because it has a 
straightforward strategy for allocating data, it can also handle irregular array accesses, 
which is the main reason for retaining a software DSM in the above work. GA data 
has a global “home” but it is copied to and from it to perform the computation in 
regions of code; this is not unlike the OpenMP strategy of focusing on the allocation 
of work. For both models, this works best if the regions are suitably large. If the user 
is potentially exposed to the end result of the translation, we feel that they should be 
shielded as far as possible from the difficulties of distributed memory programming 
via MPI. GA is ideal in this respect as it retains the concept of shared data. 

6 Conclusions and Future Work 

This paper presents a basic compile-time strategy for translating OpenMP programs 
into GA programs. Our experiments show good scalability of translated GA program 
in distributed memory systems, even with relatively slow interconnects. We do not 
currently attempt to translate into combined OpenMP-GA as might be appropriate for 
exploiting shared memory on nodes under OpenMP. We intend to explore this issue 
and begin an implementation that will enable us to handle large-scale applications.  
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