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Abstract—
Asynchronous tasks make it easy to express the paral-

lelism in a broad variety of computations and are espe-
cially useful for writing parallel applications with irregu-
lar and/or dynamic workloads. Their introduction into the
OpenMP specification has greatly extended the scope of
this API. Yet the body of benchmarks using OpenMP tasks
remains minimal. The EPCC OpenMP Microbenchmarks
provide measurements of overheads incurred by OpenMP
constructs in version 2.0-compliant implementations. These
microbenchmarks are widely used to explore the behavior
of OpenMP constructs on a given platform. To thoroughly
test an OpenMP 3.0 implementation, we have extended these
microbenchmarks by twenty-one new microbenchmarks that
measure overheads incurred by various common uses of
OpenMP tasks, including task synchronization. We include
evaluations of both commercial and open source implemen-
tations of OpenMP tasks on various multicore platforms.
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1. Introduction
Asynchronous tasks make it easy to express the paral-

lelism in a broad variety of computations and are especially
useful for writing parallel applications with irregular and/or
dynamic workloads. Their introduction into the OpenMP [1]
specification has greatly extended the scope of this API from
a loop-centric model to one that can express the irregular par-
allelism present in recursive and pointer chasing algorithms.
OpenMP is widely used for programming on shared memory
systems and in conjunction with MPI on distributed systems.

While there are many benchmarks and applications using
OpenMP, MPI, or mixed-mode MPI/OpenMP, only the EPCC
OpenMP Microbenchmarks [2], [3] provide measurements
of overheads incurred by OpenMP 2.5 constructs. These
microbenchmarks are widely used to explore the behavior of
OpenMP constructs for an implementation on a given system.
We have extended these microbenchmarks with twenty-one
new microbenchmarks that measure overheads incurred by
various common uses of OpenMP tasks, including task syn-
chronization. We evaluate two implementations of OpenMP
tasks, Intel C compiler 11.1 and GNU C compiler 4.6,
on various multicore platforms. This will enable a more
thorough evaluation of OpenMP 3.0 task implementations.

The remainder of this paper is organized as follows.
Following some discussion on related work in Section 2,
Section 3 presents an overview of tasks as defined in the
OpenMP 3.0 Application Program Interface (API) and some
basic concerns regarding its implementation. Sections 4–5
present the details of the microbenchmarks and their results.
We conclude and discuss future work in Section 6.

2. Related Work
We have surveyed several benchmarks that use OpenMP

for parallel programming on shared memory systems (SMPs),
including the hybrid MPI-OpenMP model on SMP clusters.
While various OpenMP constructs are included in these
benchmarks, the majority rely primarily on the use of parallel
loop constructs. Though OpenMP originally targeted loop-
centric parallelism, it has since evolved to include task
parallelism in version 3.0.

While there are many benchmarks using OpenMP [4]–[10],
we are only aware of one set of benchmarks that includes
OpenMP tasks [11] written specifically to evaluate OpenMP
task implementations via a set of applications that feature
regular, irregular, and recursive task parallelism. However,
these are not intended to measure implementation overheads.

We present two microbenchmarks for OpenMP derived
from the EPCC microbenchmarks [2], [3] and extensions [12]
that measure the overhead incurred by implementations of
OpenMP prior to version 3.0. One analysis of an implementa-
tion of OpenMP tasks [13] used synthetic microbenchmarks,
without synchronization, to examine the possibilities of the
OpenMP tasking model under various conditions such as
task granularity, time between task creation, and common
clauses. At the time of this writing, we are unaware of any
set of microbenchmarks available for measuring the overhead
incurred by use of OpenMP tasking constructs.

3. OpenMP and Tasks
OpenMP [1] is a high-level, explicit programming model

for shared memory platforms. It is supported by most com-
mercial and open source compilers and enjoys widespread
use in many scientific programming domains. Its latest
specification (3.0) moved OpenMP from a purely thread-
centric execution model to a more task-centric model. While
continuing to use the fork-join parallel execution model, the



master thread is now not only responsible for creating a
thread team, but also for generating the set of tasks to be
executed by the team. An OpenMP program begins with a
single thread of execution which executes the initial (implicit)
task in a sequential manner. When any thread encounters an
omp parallel directive, it creates a team of threads and a
set of implicit tasks is created and assigned one per thread
in the team.

3.1 Tasking Model
Two task-specific constructs, omp task and omp

taskwait, allow the creation and synchronization of
tasks. A thread encountering an task directive generates an
explicit, asynchronous task. The taskwait or omp barrier

directives can be used to synchronize tasks. The taskwait

requires the current task to wait for the completion of all
tasks it has generated up to that point in the code. The
barrier construct defined in previous specifications has
been extended to accommodate tasks. Threads encountering
a barrier must wait until all threads in the current thread
team enter the barrier and all tasks created in the parallel
region prior to the barrier must complete before any threads
may continue. Proper synchronization of tasks is necessary
to guarantee the completion of all tasks.

An OpenMP task is defined to be a specific instance of
executable code and its data environment. The execution of
an explicit task may be immediate or deferred, and the task
does not have to be executed by the same thread that created
it. The execution of a task may be suspended and resumed
later. Unless the task is marked untied, it must be executed
by only one thread and is not subject to possible worksteal-
ing. An optional if clause, when evaluating to false, causes
the encountering task to be suspended and the execution of
the new task must begin immediately. Data-sharing attributes
are defined using private, firstprivate, and shared

clauses similar to parallel and worksharing constructs.
Unless otherwise specified by such a clause or implied
by context, the default data-sharing attribute for a task

is firstprivate, meaning the value of the specified data is
initialized at the point the task directive is encountered and
kept private to the task.

3.2 Task Implementation Concerns
Applications with irregular parallelism, like those that are

highly recursive or use pointer-chasing algorithms, benefit
greatly from asynchronous tasking features in a language.
The dynamic nature of tasking makes its implementation
much more difficult than the static constructs and avoid-
able overheads may be introduced by poor implementations,
which may limit its scalability. Tasking in OpenMP is a
relatively new feature and extensions to the tasking model
are likely in the near future. It is possible for the compiler
to provide information that could be used to base a runtime

solely on tasks [14]. It is therefore critical for the basis of a
tasking runtime to be efficient before being extended.

The role of the runtime in a tasking implementation
includes creating and scheduling tasks as well as enforcing
dependencies between them. Therefore, the efficiency of
the runtime implementation has a heavy impact on the
performance of task-based applications. Ideally, tasks will
be scheduled for execution in a manner that maximizes
concurrency while accounting for locality, load imbalance,
synchronization, and memory footprint to facilitate better
performance. To address these concerns, an implementation
should carefully consider how tasks are created, stored, and
scheduled for execution, and synchronized.

3.2.1 Queue Organization

Task schedulers are often built using a set of queues for
holding tasks that are ready for execution. Possible organiza-
tions of queues include a single, centralized queue shared
among all threads, queues distributed among the threads,
and a hierarchy of queues structured in a tree [15]–[17].
The choice of organization may reflect the desire to target
some concerns over others, including ease of implementation,
load balancing, contention for queue access, locality of work
and data, work stealing, and architectural layout. There are
obvious tradeoffs that must be made and integration of
the tasking model into an existing OpenMP runtime may
preclude some of the more desirable choices.

3.2.2 Task Scheduling

The OpenMP specification does not specify how tasks
should be scheduled, but leaves it to the implementation to
decide when to execute a task and by which thread. The
design of a scheduler should carefully consider the locality
of data and load balancing. Tasks using the same data should
be scheduled on the same thread, especially on architectures
exhibiting non-uniform memory access (NUMA) patterns.
The scheduler should also ensure that all threads do close
to the same amount of work by dynamically balancing
the workload among them. Task scheduling policies can be
broadly categorized as work-first or breadth-first [18]. The
choice of scheduling policy will likely reflect the choice
of queue organization. Because the OpenMP specification
allows for workstealing, particular attention may be needed
in choosing a thread library to facilitate it.

3.2.3 Task Synchronization

OpenMP specifies the taskwait and barrier constructs
for the synchronization of tasks. Implementations of omp

barrier must be extended to include unfinished tasks. The
omp taskwait construct applies only to the children of
the parent task, so the implementation must keep track of
this parent-child relationship for each task to ensure the
proper synchronization and completion of the tasks involved.



Implementations employing workstealing may also need to
allow for this in the barrier and taskwait constructs.

4. Methodology
A microbenchmark suite for measuring overheads in

OpenMP implementations introduced about a decade ago
is often referred to as the EPCC OpenMP Microbench-
marks [19]. This suite of tests provides a framework for
evaluating overhead costs incurred by OpenMP implemen-
tations by providing a straight-forward method for mea-
suring runtime costs associated with synchronization and
loop constructs [20], [21]. The straight-forward measure-
ments it provides have even facilitated implementation im-
provements [22] by clearly revealing performance problems.
Since its introduction it has been updated [2], [3] and
other microbenchmarks have followed its lead for measur-
ing overheads in nested parallelism [12] and for evaluating
communications in mixed-mode, or hybrid, OpenMP/MPI
programming [23]. However, since tasks were introduced in
the OpenMP 3.0 specification, these microbenchmarks have
not been updated to include them.

The overhead of an OpenMP construct is the difference
of the time it takes for a given piece of code to execute
sequentially (without using OpenMP) and the composite time
for a set of processors to execute the code in parallel with
OpenMP [12], [19]. Let Ts represent the sequential execution
time of the code block, which is the time it takes to do
the actual work of the code block. Letting Tp represent
the parallel execution time and n represent the number of
processors (or OpenMP threads), nTp, the composite time
of the parallel execution, includes the time spent doing the
work of the code block plus the time spent constructing
and deconstructing the parallel execution environment (i.e.,
OpenMP overhead, or the execution time NOT spent in the
given code block). Algebraically, the total overhead is

Tovrhd = nTp − Ts (1)

and the per thread overhead is

To = Tp − Ts/n. (2)

We use a similar framework for the task microbenchmarks
that is used in the EPCC Microbenchmarks for OpenMP
2.0 [3]. A reference time, Ts, is calculated by taking the time
for the execution of a specific code block used to represent a
kernel of actual work. The time Tp for parallel execution is
found by timing the execution of the same code block with
OpenMP constructs inserted. The overhead, Tovrhd, incurred
by the parallel execution is then calculated according to
Equation 1. A significant sample of timings is accrued and
the mean, standard deviation, and minimum and maximum
values are reported.

OpenMP task constructs can be placed anywhere a legal
language statement may appear. However, they are typically

placed in master, single, or for constructs in order for
each task to be created by one thread. We have constructed
tests for each of these methods of task generation as well
as parallel. The test using omp parallel provides a
measure of pure task overhead and the others show the impact
of the other typical methods of generating tasks. OpenMP
timing routines are used for all tests. The tests in the suite
are categorized into tests that involved either task, task
firstprivate(data), or taskwait directives. We have
both C and Fortran versions of the microbenchmarks. Code
snippets and results herein come from the C versions.

4.1 Measuring Task Overhead
To measure overhead incurred by the task, a reference

time is found by timing the execution of

for (j = 0; j < reps; j++)
delay( delaylength );

enough times to get an adequate sample. This time is divided
by reps to obtain an average execution time for the construct.
The value of reps represents the number of times a given
construct will be called in the loop of the OpenMP versions
of the loop. We have used 30 samples and 10,000 reps in
our experiments.

The overhead of task generation by the parallel con-
struct is measured by timing the execution of the code

#pragma omp parallel private(j)
{

#pragma omp [master|single|for] [untied]
for (j = 0; j < reps[*ntasks]; j++){

#pragma omp task
delay( delaylength );

}
} /* end parallel */

without using a [master|single|for] construct for j ∈
[0, reps). The value of reps is chosen to be large enough for
the overhead of the enclosing parallel region to be negligible.
In this case all threads in the team will execute the for (j. . . )
loop. Because all threads will participate in executing the
work, the amount of work is equivalent to nTp. An additional
test uses the untied clause in the task directive.

Timings of master, single, and for are similar with the
respective constructs placed right before the for (j. . . ) loop
using j ∈ [0, reps × nthreads) more iterations to produce
an equivalent amount of work per thread. Again, the work in
the parallel region should be equivalent to the work done in
the serial reference test multiplied by the number of threads.
A separate test for each uses the untied clause.

4.2 Measuring Overhead of Tasks with First-
private Data

Since the use of firstprivate data in tasks is not only
common but is the default data scope, we felt measuring
the overhead of capturing the values of these data could be
helpful. These tests are similar those in the arraybench set of



EPCC microbenchmarks for OpenMP 2.0 [2]. Our tests use
small, medium, and large arrays as firstprivate data for each
of the task generating constructs master, single, and for.
Using parallel is not common in this case and is omitted.
The timings are calculated in a similar fashion to the task

tests in Section 4.1.

4.3 Measuring Task Synchronization Overhead
The measuring of the taskwait is problematic. In order

to get accurate results, the number of taskwait constructs
encountered needs to be correctly established and the con-
struct only has an affect if there are several generations of
tasks created. Therefore, the delay function used for these
measurements is recursive and uses arguments for the length
of delay and the depth of recursive calls and an additional
value to set the branching factor of the tree generated by the
recursive calls. The same delay function is used for reference
time without any OpenMP directives.

void delay(int depth, int delaylength){
...
if ( depth > 1 )

for ( j = 0; j < BRANCHING; j++ ){
#pragma omp task firstprivate\

(depth, delaylength)
{

delay( depth - 1, delaylength );
}
#pragma omp taskwait

}
/* simulate work */
for (i=0; i < delaylength; i++) a+=i;
/* prevent optimization of function */
if (a < 0) printf("%f \n",a);
return;

}

To achieve the maximum number of taskwait directives,
each task generated has a taskwait associated with it.

For a depth of D and a branching factor of B, the number
of tasks, N , generated is

N =
D∑

i=1

B(i−1) (3)

This formula is used to calculate the number of taskwait
directives encountered by the thread team. The number of
tasks is used in place of the reps to calculate the timings.

A drawback to this methodology is the resulting one-to-
one correspondence of task to taskwait constructs. This is
unavoidable due to the OpenMP specification of taskwait.
While this leads to task overhead in addition to taskwait

overhead, this would represent a worst case scenario which
is unlikely in practice due to the artificial nature of these
microbenchmarks.

5. Results
We ran our microbenchmarks on various systems to eval-

uate several OpenMP implementations. Due to space lim-
itations, we show only results of evaluations on a shared

Threads

Construct 1 2 4 8 16
gcc 4.6

parallel 0.459 1.678 2.348 3.111 3.960
for 0.335 0.552 0.678 1.338 1.187
single 0.334 0.522 0.416 0.792 0.868

icc 11.1
parallel 0.219 1.443 1.667 2.685 3.797
for 0.015 0.495 0.795 1.156 1.646
single 0.013 0.552 0.805 1.302 1.825

Table 1: Overheads (µsec) as measured in syncbench of the
EPCC Microbenchmarks for OpenMP 2.5 on the 16-core
Nehalem.

memory multicore system that has dual 2.27 GHz 8-core Intel
Xeon Nehalem E5520 processors and 32 GB RAM. Pairs
of cores share 32KB L1 and 256KB L2 caches with each
processor sharing 8MB L3 cache. The system was running
CentOS 5.5 (final) with a Redhat 2.6.18 series kernel. In
our testing we explored the OpenMP implementations in the
GNU C compiler 4.6 (gcc) and the Intel C compiler 11.1
(icc). We present results of our task microbenchmarks for
icc and gcc.

Each timing is an average of three runs, each taking
25 samples, of a given test using different thread team
sizes of powers of 2. Minimal activity was observed on the
systems before and after each run. The delaylength values
used were 2000 for the task tests and 500 for omp task

firstprivate(a) and taskwait.

5.1 EPCC Results
To obtain a point of reference for the implementation of

the constructs used to generate tasks in our tests, we ran
the EPCC Microbenchmark [3] tests for parallel, single,
and for as found in the synchronization tests known as
syncbench (there is no test for master). We ran the tests
with an sample size of 20 for each run with a delaylength
of 500. The averages for 3 runs for the 16-core Nehalem are
shown in Table 1. Results from the Opteron were similar and
are not shown for space limitations.

We also note that negative overheads may be reported,
especially when using one OpenMP thread. Many of these
are small enough to be equivalent only a few cycles and can
be explained by additional load on the system not measured
during the reference time. Some, however, occur consistently
over several timings and may reflect optimization employed
for OpenMP but not in the sequential portions.

5.2 Task Overhead
We ran tests generating 10,000 tasks to measure task

overheads. This corresponds to the value of reps in the loop
creating the tasks and should be adequate to allow the tasking
overhead to dominate that of the enclosing parallel region.



For both icc and gcc, we see that using the parallel and
for constructs to generate tasks generally incurs less over-
head that using master and single constructs (Figure 1).
The difference increases with the number of threads for
both compilers. Note that the scales on the two graphs are
different.

We observed no significant differences in results for tests
using master and single, likely because there is little
difference in the implementation of the two. The master

construct requires the master thread to execute the master
region but has no implicit barrier at its conclusion. The region
enclosed by a single construct will likely be executed by the
first encountering thread but it does have an implicit barrier
at the end. We also observed negligible difference between
tied and untied tasks. The reason for this could be that the
balanced nature of the workload produced in the tests does
not lend itself to workstealing. It is also possible that the
implementations we considered do not employ workstealing.

In the cases of master and single, only one thread is
generating tasks while the remaining threads in the team
initially must wait for something to do. Depending on the
task granularity, a single thread may not generate work
quickly enough to keep all the threads busy. In contrast,
with parallel and for, the entire thread team is involved
in creating tasks. Therefore these results are not entirely
surprising. It is interesting to note that in the EPCC results
in Table 1, it is the single construct in gcc that incurs the
least overhead. In contrast, the overhead values we obtained
for the task construct in the gcc implementation using the
parallel and for constructs rarely exceeded 2 µsec while
the single construct approached 140 µsec of overhead. We
speculate that when a single thread is generating tasks, as
with single and master constructs, the rest of the thread
team must wait for enough work to be generated to occupy all
the threads in executing tasks. The larger the thread team, the
longer it will take to generate a workload of this sufficiency.
With the entire thread team involved in creating tasks (as
with parallel or for), the threads are more likely to have
sufficient tasks to execute.

5.3 Firstprivate Overhead
We measure the overheads of the task directive with the

firstprivate clause on both compilers. Our experiments
use dimensional arrays with sizes of 100 bytes for the small
test, 2,187 bytes for the medium, and 59,049 for the large
test. Because it is so easy to overload the systems, only 500
tasks were generated instead of 10,000 as in Section 5.2.
Figure 2 shows the results when a single thread is used to
generate tasks that use small, medium, and large arrays as
firstprivate data. Higher overheads are observed when the
numbers are compared with those from experiments without
the firstprivate clause (Figure 1), but the overheads scale
the same way with increasing thread numbers.

We also ran experiments with tasks using the large arrays

are generated by the master thread, a single thread (with the
single directive), and by all the threads using a for direc-
tive. The results are shown in Figure 3. For both compilers,
we observed that using the master thread to generate the
tasks incurs more overhead than the using the single and
for directives. Since we generate 500 tasks with just one of
these constructs, the overheads from these constructs can be
ignored. We also note that in all other experiments except this
one, using the single and master constructs for generating
tasks always showed similar overheads.

5.4 Taskwait Overhead
In the sequential execution of the recursive delay function,

the parent-child relationships of the recursive calls can be
represented by a tree. This is synonymous with a task
tree when omp task is present. To examine the effects
of taskwait with our recursive test, we explored various
configurations. Using a branching factor of 100 and a depth
of 3 generates a total of 10,101 tasks, very close to the
number of tasks generated for tests measuring the overhead
of omp task in Section 5.2. These values can be altered to
provide a deep and narrow tree or a shallow and broad task
tree. However, to see the effect the task tree shape may have
on the overhead from taskwait, we chose one set of tests
using parameters that yield approximately the same number
of tasks and one set of tests using the same branching factor
with varying depths.

In Figure 4, we show results from three tests of the for

construct using a branching factor of 20 with depths of 3, 4,
and 5 yielding 421, 8,421, and 168,421 tasks, respectively.
The gcc implementation shows nearly the same tree for
each, while icc does not. For icc, the task tree with depth 3
had overhead that measured approximately 10µsec, depth 4
measured approximately 15µsec, and depth 5 approximately
17µsec. This indicates to us that icc may be performing
optimizations based on the task tree size.

Figure 5 shows results from three tests using different
tree structures with similar task counts. The task tree with
a depth of 4 and a branching factor of 21 contains 9,724
tasks, the tree with a depth of 6 and a branching factor of 6
has 9,331 tasks and the tree with a depth of 9 and a branching
factor of 3 has 9,841 tasks (in accordance with Equation 3).
While gcc produces similar results regardless of task shape,
icc again seems to take the task tree into account during
execution. The task tree with the most tasks (depth of 9),
the deepest and narrowest of the three, measures the lowest
overhead. A task scheduling policy may also exploit a task
tree generated in recursive algorithms differently than the task
structure generated in a loop (as in Section 5.2).

6. Conclusions and Future Work
While it is easy to make comparisons with these data,

it should be noted that low overhead of a single con-
struct is not necessarily indicative of the performance of
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Fig. 1: Comparison of overheads incurred by task generation using parallel, single and for on the 16-core Nehalem
machine.

single large single med single small

0

4400

8800

13200

17600

22000

1 2 4 8 16

GNU C Compiler 4.6

O
ve

rh
ea

d 
(!

se
c)

Threads

0

2600

5200

7800

10400

13000

1 2 4 8 16

Intel C Compiler 11.1

O
ve

rh
ea

d 
(!

se
c)

Threads
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Fig. 3: Comparison of using large arrays in the firstprivate tests on the 16-core Nehalem.

3 4 5

0

100

200

300

400

500

1 2 4 8 16

GNU C Compiler 4.6

O
ve

rh
ea

d 
(!

se
c)

Threads

0

4

8

12

16

20

1 2 4 8 16

Intel C Compiler 11.1

O
ve

rh
ea

d 
(!

se
c)

Threads

Fig. 4: Overheads for taskwait using a branching factor of 20 while varying task graph depths with 3, 4, and 5. These
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an entire OpenMP implementation. These microbenchmarks
are designed to identify possible inefficiencies of individual
constructs. In a realistic application, the manner in which
various constructs work together is much more indicative of
the overall efficiency of the implementation as a whole than
its performance on these microbenchmarks.

However, it could be inferred that when choosing a task
generating construct, for should be the first choice. Having
the entire thread team (rather than a single or master

region) share in the work of task generation appears to yield
less latency in execution. The use of parallel seems unlikely
in practice and is included merely for evaluation purposes.
While we did not test the granularity of the work in tasks,
the use of large amounts of firstprivate data should be
avoided, if possible.

We also found that these tests are very sensitive to system
load. Minor fluctuations can be seen at times in the values
obtain. It is therefore prudent to run the microbenchmarks
multiple times to obtain reliable results. With this in mind,
these test should provide a good starting point for evaluating
an OpenMP tasking implementations as a means of its
improvement.

These microbenchmarks reveal some possible limitations
in current implementations. Our next step is to use these
microbenchmarks to analyze the OpenMP runtime we have
under development to assess any possible improvements that
can be made. Both C and Fortran versions will be made
available at http://www.cs.uh.edu/~hpctools.

In the very near future a new version OpenMP API is likely
to be ratified which will include some enhancements to the
tasking model. At that time the gap will widen once again
between the available and needed benchmarks for evaluation
of OpenMP implementations. However, the inclusion of
OpenMP tasks in many of the existing benchmarks is difficult
or impossible with the current tasking model which makes
no accommodations for data dependencies between among
tasks. We intend to look into developing new benchmarks or
updating existing ones to use OpenMP tasks. We will also
look into designing extensions to the OpenMP programming
model to facilitate the use of tasks in current codes.
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