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Abstract

In this paper, we show the potential benefits of translat-
ing OpenMP code to low-level parallel code using a data
flow execution model, instead of targeting it directly to a
multi-threaded program. Our goal is to improve data lo-
cality as well as reduce synchronization overheads with-
out introducing data distribution directives to OpenMP. We
outline an API that enables us to realize this model us-
ing SMARTS (Shared Memory Asynchronous Run-Time Sys-
tem), describe the work of the compiler and discuss the ben-
efits of translating OpenMP to parallel code using data flow
execution model. We show experimental results based part
of the Parallel Ocean Program (POP) code and Jacobi ker-
nel code running on an SGI Origin 2000.

1. Introduction

OpenMP [2] is an industrial standard for shared memory
parallel programming agreed on by a consortium of soft-
ware and hardware vendors. It consists of a collection of
compiler directives, library routines, and environment vari-
ables that can be easily inserted into a sequential program to
create a portable program that will run in parallel on shared-
memory architectures. It is easier for a non-expert program-
mer to develop a parallel application under OpenMP than in
the de facto message passing standard MPI. OpenMP also
permits the incremental development of parallel code. Thus
it is not surprising that OpenMP has quickly become widely
accepted for shared-memory parallel programming.

However, it is up to the user to ensure that performance
does not suffer as a result of poor cache locality or high syn-
chronization overheads: these have a particularly large im-
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pact on cache coherent Non-Uniform Memory Access (cc-
NUMA) machines. An additional potential cause of per-
formance degradation on such systems is that a thread may
need to access a remote memory location; despite substan-
tial progress in interconnection systems, this still incurs
significantly higher latency than accesses to local memory,
and the cost may be exacerbated by network contention. If
data and threads are unfavorably mapped, cache lines may
ping-pong between locations across the network. However,
OpenMP provides few features for managing data locality.
In particular, it does not enable the explicit binding of par-
allel loop iterations to a processor executing a given thread;
such a binding might allow the distribution of work such
that threads can reuse data.

The method provided for enforcing locality is to use the
PRIVATE clause or THREADPRIVATE directive. How-
ever, systematically applied privatization may require a
good deal of programming effort, akin to writing an MPI
program. This problem has been investigated by many re-
searchers and several approaches have been proposed to
provide performance with modest programming effort, in-
cluding extending OpenMP by providing data distribution
directives and directives to link parallel loop iterations with
the node on which specified data is stored [7] [4], dy-
namic page migration by the operating system [9], user-
level page migration [10], a combination of OpenMP and
MPI [13] [6], and compiler optimization [11] [12].

Programming using data distribution directives has the
potential to help the compiler ensure data locality; however,
it means that programmers should be aware of the pattern
in which threads will access data across large program re-
gions. Hence the programming task remains more complex
than that with plain OpenMP. Moreover, there is no agreed
standard for specifying data distributions in OpenMP; exist-
ing ccNUMA compilers have implemented their own sets of
data distribution directives. Thus, when they are used, per-
formance may well be improved, but portability will be sac-



rificed. So OpenMP users may be forced to choose between
simplicity and performance.

Dynamic page migration has been used in ccNUMA ma-
chines to improve data locality. In this scheme, the operat-
ing system keeps track of memory page counters to check
whether to move a page to a remote node that frequently
accesses it. However, this information cannot be associated
with the semantics of the program, and therefore the op-
erating system may move a page when it is not helpful to
do so, or it may not move a page that should be migrated.
User-level page migration is then required to improve this
approach, with the help of the compiler or performance
tools to identify the regions of the program that are the most
computation-intensive and call the page migration runtime
system to take care of such regions. Although this is likely
to lead to an improvement, it still cannot precisely represent
the semantics of the program without compile-time analysis
of data access patterns. OpenMP and MPI have been com-
bined to improve data locality. This scheme works, but with
the price of considerable additional program complexity. In
addition, the program will be more difficult to maintain.

Many compilers translate OpenMP directly to multi-
threaded code with little or no program analysis. A more
aggressive compiler optimization technique has been pro-
posed to improve the performance of OpenMP applications
by removing barriers and improving cache reuse by means
of privatization [12]. Our approach is to put work into
compiler optimization and to use a runtime system that can
better exploit data locality, provide higher degrees of par-
allelism, and reduce synchronization overheads. We tar-
get OpenMP to a data flow execution model realized us-
ing the SMARTS runtime system developed at Los Alamos
National Laboratory. In order to do so, we first evaluated
SMARTS as a runtime system for OpenMP on SMPs and
ccNUMA systems and then developed a Fortran API for
SMARTS, which serves to pass information from compiler
to runtime system.

2. SMARTS runtime system

SMARTS [16] (Shared-Memory Asynchronous Runtime
System) was developed by ACL at Los Alamos National
Laboratory to support both task and data parallelism. It
is a runtime system written in Object-Oriented C++ and is
originally designed to be the runtime system for POOMA
(Parallel Object-Oriented Method and Application). The
novel aspect is its macro-dataflow approach [15]. It ex-
tends the master-slave programming model and the single-
program-multiple data (SPMD) model to allow multiple
parallel loops to be executed in a depth-first manner which
will reuse the cached data more effectively on multiproces-
sors with deep memory hierarchies.

SMARTS is able to support the efficient execution of

code, for which both the data and the work has been decom-
posed, on shared memory multiprocessors and ccNUMA
systems by applying the data flow concept of exploiting
temporal locality. It relies upon a prior partition of the orig-
inal loop iteration space into so-called iterates, and a parti-
tion of the arrays in the program into data-objects. The ar-
ray partitions defined and used in each iterate must be deter-
mined by the programmer or parallelizing compiler. Based
upon the data accesses, a task graph is constructed that cap-
tures the dependences between iterates. When an iterate re-
quires data that is (partially) created by another iterate, the
original execution order must be preserved; similarly, anti-
and output dependences between iterates impose an order-
ing on their execution. So long as these dependences are re-
spected, iterates that are not involved in such relationships
can be scheduled concurrently for out-of-order execution.
The decomposition of an entire loop into many small sets
of iterations may result in having many independent iter-
ates available for execution at any given time. Note that the
execution behavior depends on both the data and the work
decomposition. It is the task of the user and/or compiler to
find a good decomposition. To reduce the overheads associ-
ated with the creation of more than one thread in SMARTS,
threads are created only once at the beginning of the pro-
gram and a join is carried out at the end of the program.

In the master slave model, the master thread distributes
work to slave threads. A thread is bound to a processor and
always runs on that processor, whereas an iterate will be as-
signed to a thread statically or dynamically. A pool of par-
allel tasks is implemented by multiple work queues to avoid
contention on a shared queue and to promote cache locality
of the task queues. When the workload is well distributed
across work queues, contention is minimized. When a slave
thread is idle, it first grabs work from its own work queue
for execution, but if its queue is empty, it may steal work
from another work queue. SMARTS uses the first touch
policy by default. Under this policy, the process that first
touches (that is, writes to, or reads from) a page of memory
causes that page to be allocated in the node on which the
process is running. Two variants of affinity scheduling have
been employed: soft and hard affinity scheduling. With soft
affinity or hint affinity scheduling, the user or parallelizing
compiler can specify where an iterate is to be bound, but
the scheduling is up to the SMARTS runtime system with
work stealing when there is an imbalanced work load. On
the other hand, hard affinity scheduling means that an iter-
ate is statically bound to a thread under the control of the
user or parallelizing compiler without work stealing.

3. Cougar compiler

The Cougar compiler is a prototype software tool being
developed at the University of Houston to compile OpenMP
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Fortran applications. It also provides a powerful graphical
user interface to displays both source code and related in-
formation in text and graphical format. After the Cougar
preprocessor handles include files, the compiler performs
standard analysis including data flow and data dependence
analysis. It is currently being extended to translate OpenMP
programs to parallel programs that will be executed us-
ing the data flow execution model provided by SMARTS.
Among other things, this requires us to extend our tech-
niques to parallel data flow analysis and to improve the ar-
ray section analysis.

Our strategy is to gather as much of the information re-
quired by the runtime system as possible to reduce runtime
overhead. The compiler decomposes do loops into iter-
ates; this may be based on a user specified strategy (using
OpenMP clauses) or it may be determined by the compiler
based on an array usage analysis, using techniques origi-
nally developed in the search for global automatic data de-
composition techniques.

call OMP_SET_NUM_THREADS(4)
!$OMP PARALLEL

do k=0, ITER
!$OMP DO

do j=1, size-2
do i=1, size-2

A(i,j)= (B(i,j-1)+B(i,j+1)+
B(i-1,j)+B(i+1,j)) / 4.0

enddo
enddo

!$OMP END DO
!$OMP DO

do n=0, size-1
do m=0, size-1

B(m,n) = A(m,n)
enddo

enddo
!$OMP END DO

end do
!$OMP END PARALLEL

Figure 1. Standard OpenMP version of Jacobi
kernel

The generated target code must hand off information
to the runtime system such as iterate identification, its
read/write requests to data objects, and possibly identify the
thread to which the iterate will be bound. Based on these,
the SMARTS runtime scheduler maintains request queues
with iterate read/write requests. These are later used to
schedule iterates for execution in a manner that preserves
the dependencies of the program. On the other hand, when
there is no dependency between iterates, those iterates can
be executed in parallel or can be reordered for execution for
maximum cache reuse.

The compiler must further compute the list of data ob-

jects read and written by an iterate, and use these to con-
struct the iterate dependence graph as shown in figures 5
and 8. Array section analysis is a technique to summa-
rize array sub-regions affected by a statement, sequences of
statements, or loops, and quality interprocedural array sec-
tion analysis is required to create an accurate graph. Cur-
rently, our compiler relies on a standard, efficient triplet no-
tation based on regular sections [8], rather than more pre-
cise methods such as simple section [3], and region analy-
sis [14]. However, when a union of two array regions cannot
be precisely summarized, we do not summarize them imme-
diately, but keep them in a linked list. A summary is com-
puted when the length of the list reaches a certain threshold,
and we mark the iterate. The dependences between two it-
erates can be computed by an intersection operation, which
returns true or false. Since our compiler is an interactive
tool, we can display potential false dependences between
iterates to the user. We plan to experiment with a more ac-
curate analysis similar to simple section analysis to evaluate
the impact of an improvement in precision.

C13 C14 C15 C16

C12C11C10C9

C5 C6 C7 C8

C4C3C2C1

Figure 2. Runtime execution model for Fig. 1
(C stand for chunk or iterate and horizontal
bold lines represent barrier)

The generation of the iterate dependence graph at com-
pile time is essential for iterate mapping with soft or hard
affinity scheduling. For hard affinity scheduling, each iter-
ate is assigned a thread identification and will be executed
by that thread when its data become available. We utilize
the iterate dependence graph to do so. When the compiler
cannot determine the iterate mapping, the iterate affinity is
set to -1 which allows the runtime system to make its own
decision.

To illustrate this, we show a simple OpenMP Jacobi ker-
nel in figure 1. Figures 3 and 4 show the corresponding code
parallelized using calls to SMARTS via the API we have

3



created. Figure 5 illustrates the iterate dependence graph
constructed by the compiler (it may be compared with the
execution model associated with the original OpenMP code
in figure 2). Based upon this graph, the compiler might as-
sign the iterates, or chunks of work, to threads as follows:
C1 to the master thread, C2 to thread 1, C3 to thread 2, and
C4 to thread 3, then C5 to the master thread, C6 to thread 1,
C7 to 2, C8 to 3 in order to reuse cache.

call SM_concurrency(n)
call SM_define_array(info)
schedtype = hintaffinity
call SM_startgen()
do k = 1, iter

do i1 = 1, sqit
do j1 = 1, sqit
call SM_def_readwrite(loop0)
call SM_getinfo(loop0,affin,datinfo)
call SM_handoff(0,schedtype,affin,datinfo)

end do
end do
do i1 = 1, sqit

do j1 = 1, sqit
call SM_def_readwrite(loop1)
! handOff loop 1
call SM_handoff(1,schedtype,affin,datinfo)

end do
end do

end do
call SM_run()
call SM_end()

Figure 3. Main program using SMARTS

subroutine fortran_loop0(datinfo)
use share_DATA
call SM_comput_bound(datinfo,lb1,ub1,lb2,ub2)
do j = 1b1, ub1

do i = lb2, ub2
A(i,j) = (B(i,j-1)+ B(i,j+1)+

B(i-1,j)+ B(i+1,j)) /4.0
enddo

enddo
end subroutine fortran_loop0

subroutine fortran_loop1(datinfo)
use share_DATA
call SM_comput_bound(datinfo,lb1,ub1,lb2,ub2)
do n = lb1,ub1

do m = lb2, ub2
B(m,n) = A(m,n)

enddo
enddo

end subroutine fortran_loop1

Figure 4. Parallel loops using SMARTS

Figure 3 also illustrates the structure of the generated
SMARTS code and our API. The main program is first exe-
cuted by the master thread which creates additional threads,

performs initializations, and passes read/write access infor-
mation for iterates to the runtime system, along with it-
erate affinity, and iterate identification, etc. The call to
SM concurrency(n) creates an additional n - 1 slave threads
in which all iterates will be run. Information such as ar-
ray partition information is passed via the API function
SM define array; SM startgen tells the scheduler that the
master thread is starting a new data parallel statement.
Information on read/write access of iterates to data ob-
jects is then passed to the runtime system achieved via
SM def readwrite. Next, the API routine SM handoff takes
arguments such as iterate, type of affinity scheduling, and a
thread ID that specifies the iterate mapping to slave threads
and passes it to the runtime scheduler. SM run is called to
tell the scheduler that no more iterates will be handed off
and the scheduler starts to work. SM getinfo obtains infor-
mation such as iterate affinity and the bounds of each iterate
from data that is computed at compile time in each of the
parallel loops.

C1 C2 C3 C4

C8C7C6C5

C9 C10 C11 C12

C16C15C14C13

Figure 5. Dataflow execution model associ-
ated with Fig. 1

As soon as iterates have been handed off, the SMARTS
runtime scheduler checks if their data are available. If they
are, the scheduler immediately schedules the iterate to the
specified slave queue for execution. When the slave thread
is idle, it grabs the iterate and the parallel loops rountine
associate with the iterate as figure 4 will be invoked. In
figure 5, C1, C2, C3, and C4 correspond to subroutine
fortran loop0, and C5,C6, C7, and C8 correspond to sub-
routine fortran loop1. At the end of the parallel region,
SM end is invoked to perform a join, which destroys the
slave threads.
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4. The benefits of a dataflow execution model
for OpenMP

Although there is not a lot of potential for speedup with
our Jacobi code, the above example already hints at the po-
tential for program improvement if SMARTS is used as a
runtime system for OpenMP. Our interest in using SMARTS
results from its ability to exploit additional parallelism in a
code and from its efficient implementation. Specific bene-
fits of targeting OpenMP to the dataflow execution model
include cross-loop out-of-order execution, temporal data
locality, and reduction of synchronization overheads.

$OMP PARALLEL
!$OMP DO

do i=1,imt
RHOKX(imt,i) = 0.0

enddo
!$OMP ENDDO
!$OMP DO

do i=1, imt
do j=1, jmt

if (k .le. KMU(j,i)) then
RHOKX(j,i)=DXUR(j,i)*p5*RHOKX(j,i)

endif
enddo

enddo
!$OMP ENDDO
!$OMP DO

do i=1, imt
do j=1, jmt

if (k > KMU(j,i)) then
RHOKX(j,i) = 0.0

endif
enddo

enddo
!$OMP ENDDO

if (k == 1) then
!$OMP DO

do i=1, imt
do j=1, jmt

RHOKMX(j,i) = RHOKX(j,i)
enddo

enddo
!$OMP ENDDO
!$OMP DO

do i=1, imt
do j=1, jmt

SUMX(j,i) = 0.0
enddo

enddo
!$OMP ENDDO

endif
!$OMP SINGLE

factor = dzw(kth-1)*grav*p5
!$OMP END SINGLE
!$OMP DO

do i=1, imt
do j=1, jmt

SUMX(j,i)=SUMX(j,i)+factor * &
(RHOKX(j,i) + RHOKMX(j,i))

enddo
enddo

!$OMP ENDDO

Figure 6. Part of the code that compute the
gradient of hydrostatic pressure

4.1. Reduction of synchronization overheads

OpenMP employs a fork-join programming model. In
this model, a master thread executes the sequential regions

of the program. When a parallel region is encountered, the
master thread forks additional worker threads to share in the
work it contains. The model is both flexible and simple, but
it may incur significant barrier synchronization overheads.
In figure 1, the first parallel DO construct requires a barrier
to maintain the correctness of the program since there is a
true dependence between the first loop and the second loop.
The corresponding runtime execution schema is shown in
figure 2, where the iterations performed by each thread are
assumed to be a chunk. In this case, each chunk of the sec-
ond parallel DO construct (C5, C6, C7 and C8) must wait
until all of C1, C2, C3, and C4 have completed. On the
other hand, in the dataflow execution model as shown in fig-
ure 5, each of the parallel loops in the second parallel loop
construct only wait for three iterates (chunks) of the first
parallel DO construct to finish. As a result, this approach
can reduce the barrier synchronization overhead.

C1 C2 C3 C4

C8C7C6C5

C9 C10 C11 C12

C13 C14 C15 C16

C20C19C18C17

C21

C22 C23 C24 C25

Figure 7. Runtime execution model for Fig. 6

4.2. Data locality

As a shared-memory programming model, OpenMP
does not exploit data locality. It is up to the programmer to
write code that makes good use of cache and avoids false
sharing of cache lines by appropriately privatizing data,
possibly padding shared data and blocking loops. Unfortu-
nately, this is responsible for a good deal of the complexity
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of using this paradigm. The SMARTS runtime system uses
the first touch policy and affinity scheduling with or without

C22 C23 C24 C25

C20

C19C18C16C21C15C17

C13 C14 C11 C12

C8C7C10C9

C5 C6 C1 C2 C3 C4

Figure 8. Dataflow execution model associ-
ated with translated code in Fig. 6

work stealing to support locality. Work stealing is clearly
useful for load balancing, but if it is too eagerly applied,
it may lead to performance degradation, given the potential
conflict with cache reuse, and this effect is easily observed.

Affinity scheduling is useful in both static and dynamic
forms. In the static case, we perform as much compiler op-
timization as possible to improve data locality by utilizing
the iterate dependence graph to map iterates to processors
for the best cache reuse. Here, we assign cache reuse a
higher priority than load balancing. The idea is to sched-
ule iterates that use the same data to the same processors.
For the dynamic case, when the array subscript variable is
unknown at compile time, the iterate mapping will be de-
ferred to runtime. This requires the generation of a call to
a routine that completes array section computation at run-
time. Regular sections are employed to keep the overheads
of this runtime computation as low as possible.

4.3. Out-of-order execution

Traditional OpenMP compilation will lead to execution
of one parallel construct (DO or SECTIONS) at a time in
parallel. SMARTS allows an out-of-order execution not
only within but also between parallel constructs if and only
if there are no data dependencies between the parallel con-
structs. Therefore it is necessary to compute the data depen-

dencies between parallel constructs by applying the appro-
priate array section analysis and array data flow analysis.
With the standard OpenMP execution model shown in fig-
ure 7, for instance, C17 can only be executed after C13 fin-
ishes and C21 can only be executed when C17, C18, C19,
and C20 have completed. A translation from OpenMP to
SMARTS provides an opportunity for out-of-order execu-
tion. As illustrated in figure 8, under this approach C17 no
longer needs to wait for C13. Further, the chunks can be
reordered to permit cache reuse.

5. Experimental results

We show results of comparisons between OpenMP and
SMARTS versions of a simple application based upon the
Jacobi kernel as well as one in which we translated part of
a Fortran90 OpenMP version of the POP code to a corre-
sponding parallel code based on SMARTS. POP (the Paral-
lel Ocean Program) [1] is an explicit finite difference model
developed in FORTRAN 90 by the Los Alamos ocean mod-
eling research group. It makes extensive use of modules,
array syntax, and WHERE constructs. Our target platform
was an Origin 2000 at the National Center for Supercomput-
ing Applications (NCSA). They were compiled with SGIs
MIPSpro Fortran 90 compiler under the option -64 -Ofast
-IPA and run on MIPS R10000 processor at 195 MHz with
32 Kbytes of split L1 cache and 4 Mbytes of unified L2
cache per processors and 4 Gbytes of DRAM memory. We
made use of the strategy provided by SGI to obtain good
performance under OpenMP. First touch allocation, where
a datum is stored on the node where it is first accessed, was
used in each case. We also set DSM MIGRATION (page
migration) environment variable to OFF.

Figure 9. Execution time for Fortran 90
OpenMP Jacobi and translated Fortran 90 Ja-
cobi using SMARTS running on SGI Origin
2000 with array size of 2048x2048

Different implementations of OpenMP on the avail-
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able hardware platforms incur different overheads for the
OpenMP directives. The measurement of both synchro-
nization and loop scheduling overhead has been conducted
by [5]. The PARALLEL DO directive with REDUCTION
clause has one of the worst overheads under SGIso MIP-
Spro f90 compiler on the SGI Origin 2000. Even though
the overhead of the barrier directive itself is minor, the time
spent waiting for all thread to finish could be significant
when large numbers of processors are involved. We show
results for a Jacobi computation based upon runs with a
2048 by 2048 double precision matrix in figure 9. With an
increasing number of processors, the barrier and the cache
misses clearly affects performance; from 8 processors on, it
does not give good speed up. On the other hand, under data
flow execution, the Jacobi program obtains good speedup
up to 32 processors. When both programs are compiled
with O2, the difference between the two is much larger.

Figure 10. Execution time for Fortran 90 rou-
tine of code computing Gradient of Hydro-
static Pressure of POP code and its translated
Fortran 90 code using SMARTS on SGI Origin
2000 with array size of 2048

Figure 10 illustrates our results on a routine from the
POP code that computes the gradient of hydrostatic pres-
sure at level k. For our measurement, we executed the code
with an array of size 2048 by 2048. Number of data ob-
jects and read/write requests are greather than that of Jacobi
kernel code. Hence, the initialization overhead caused by
the passing of information to the runtime system, leads to
a longer execution time for the translated code on one pro-
cessor. This overhead is amortized by the function of the
problem size and the number of iterations.

6. Conclusion

In this paper, we show that by using the SMARTS run-
time system as an execution target for OpenMP, we can im-

prove performance of the resulting code by improving data
locality, reducing synchronization overhead as well as ex-
ploiting out of order execution to maximize parallelism. An
API has been designed to interface between Fortran and the
SMARTS C++ library. It serves as the target for our com-
piler. We perform an experiment and compare OpenMP
with a translated code using SMARTS, our result clearly
show that the translated Fortran code using SMARTS out-
perform the OpenMP code and it also scale well. How-
ever, we can do better by further developing the compiler to
improve the analysis required for the translation. Our ap-
proach avoids the use of data distribution directives, which
can add complexity to programming model as well as de-
stroying the portability. Our experimental results consis-
tently show a benefit from this approach.
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