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ABSTRACT
OpenSHMEM is a well known high performance communi-
cation library implementing the Partitioned Global Address
Space (PGAS) programming model. It exposes a broad
range of one-sided communication semantics which maps
well to modern network technologies and can achieve a level
of performance that is close to that of network hardware. In
this paper we explore how OpenSHMEM semantics can be
integrated within the context of Python, a high level pro-
gramming language that is widely used by the scientific com-
munity. In this work we introduce the PySHMEM library
that provides simple and convenient interfaces for access-
ing OpenSHMEM functionality. The goal of this paper is
twofold: (1) investigate how high-level programming seman-
tics can be used to expose a high productivity interface for
accessing low-level communication semantics, and (2) evalu-
ate performance overheads imposed by Python with respect
to native (C) OpenSHMEM performance.

1. INTRODUCTION
OpenSHMEM [2] is the de facto standard for SHMEM com-
munication libraries, which implements a PGAS model. Each
processing element (PE) manages a partition of a symmet-
ric memory heap used for symmetric data object allocations.
These allocations can be accessed through a rich set of re-
mote memory access (RMA) operations including atomic
memory operations (AMOs). In addition, OpenSHMEM de-
fines a set of memory synchronisation and collective opera-
tions for groups of PEs. OpenSHMEM libraries expose an
API for the C, C++, and Fortran programming languages,
though the majority of open source OpenSHMEM applica-
tions are developed using C. Despite that the OpenSHMEM
semantics are relatively simple, the number of functions in
its API is quite substantial (around 161). This is due to the
fact that OpenSHMEM defines separate functions for each
combination of a basic data type (int, long, float, etc.) and
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type of RMA, AMO, and collective operations.

As part of the OpenSHMEM community’s advance towards
the next generation of the OpenSHMEM specification [5],
we would like to explore how the productivity of the Open-
SHMEM interface can be improved without sacrificing its
functionality and performance. In this work we explore how
the semantics of OpenSHMEM can be integrated in the con-
text of high-level programming languages. For this purpose
we selected Python as our target language. Python is a pro-
gramming language that is well known for its productivity
and it is widely used by scientific community and beyond.
It exposes an easy to use and compact syntax, automatic
memory management, a dynamic type system, and is ac-
companied by a variety of supporting libraries.

In the context of this research, we design and implement
the PySHMEM library. The library exposes OpenSHMEM-
like functionality and leverages high-level Python semantics
in order to improve user productivity. The proposed API
is easy to use and does not require in-depth knowledge of
OpenSHMEM.

The rest of the paper is organised as follows: Section 2 pro-
vides some background on some other similar projects. Sec-
tion 3 discusses the design and challenges associated with
our implementation. Section 4 provides a primitive evalua-
tion on the performance of the PySHMEM library. Finally,
section 5 summarises the paper and concludes the discus-
sion.

2. BACKGROUND
MPI4Py [4] provides bindings of the MPI standard for Python,
including support for point-to-point and collective opera-
tions as well as one-sided communication. It can also com-
municate native Python objects and NumPy arrays, and has
limited support for automatic data type discovery. This is
similar to PySHMEM in terms of bringing the power of the
library to Python and supporting native data types, though
the largest difference is in its design. While MPI4Py does
a good job at creating an MPI-like interface within Python,
PySHMEM aims to create a Python-like interface designed
over OpenSHMEM.

Python Object Sharing (POSH) [6] is a multi-process object
access mechanism which aims to deal with the Global Inter-
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preter Lock (GIL) problem. In Python, due to the existence
of GIL, object accesses are serialised. POSH allows multiple
processes to share objects without the limitations imposed
by GIL.

Global Arrays in NumPy (GAiN) [3] is a drop-in replace-
ment for NumPy that transforms its n-dimensional arrays
into distributed arrays with portions of their data local to
each process. By using GAiN, code written to use NumPy
can be transparently translated into distributed applications.

3. DESIGN
We implemented PySHMEM using NumPY as a core com-
ponent, as it is a popular package for scientific computing
and maps nicely to OpenSHMEM. In addition to providing
tools for cleanly integrating C, C++, and Fortran code, it is
notable for providing n-dimensional array objects which in-
ternally make use of contiguous memory. Additionally, these
arrays may consist of any arbitrary data type, described by
an instance of a dtype object during creation.

In order to define OpenSHMEM semantics in the context of
Python, it is important to understand how the core Open-
SHMEM concepts can be translated to Python:

Symmetric memory management. Symmetric memory
management is one of the key OpenSHMEM concepts defin-
ing its programming model. Data is considered symmetric
if equal sized portions of it exist and are remotely accesible
on all PEs. OpenSHMEM defines explicit memory opera-
tions for the allocation, release, and resizing of symmetric
data objects. Python, on the other hand, implements auto-
matic management of memory regions in a way that the user
does not have to explicitly manage memory. In addition, it
implements a dynamic type system where type information
is usually determined by context at run-time, removing the
need for the user to carefully manage data types. In order
to overcome these differences we use explicit memory man-
agement similar to that of OpenSHMEM, and dynamically
selected the appropriate RMA operation based on the the
type of the Python object and user-supplied index selections.

In order to implement symmetric memory management, we
used a NumPy [1] feature to create new array objects using
memory allocated with the OpenSHMEM C API. This is
done by creating a new sdo python object type to represent
symmetric data objects, which creates an n-dimensional ar-
ray containing objects of a particular dtype specified during
creation. While the semantics for allocation and dealloca-
tion of symmetric memory remain the same, allocation is
implicitly performed in C during creation of each new sdo

symmetric data object. Each symmetric data object must be
explicitly freed with sdo.free() once it is no longer needed.

1 dtype = numpy.dtype(intc)
2 sharr = pyshmem.sdo(dtype , sharr_length)
3 ...
4 sharr.free()

Listing 1: Memory Management

Listing 1 shows a basic example of how to use the sdo object
to manage symmetric memory. Line 1 demonstrates the

definition of a dtype, in this case using the numpy-defined
intc keyword to represent a data type containing a single
C integer. Line 2 uses this data type definition to create a
symmetric array of sharr_length dtype elements. At this
point, sharr is free to be used for RMA operations until it
is finally freed on line 4.

RMA operations. OpenSHMEM defines a broad vari-
ety of explicit RMA operations. Python provides a way to
override the behaviour of getting and setting data when us-
ing array notation, which we can exploit to simplify using
this range of operations. As such, we can use its expres-
sive indexing semantics to automatically translate load and
store accesses to symmetric data objects into the appropri-
ate OpenSHMEM operations:

1 sharr[pe, start:end:stride] = local_arr
2 local_arr = sharr[pe, start:end:stride]

Listing 2: RMA in Python

1 shmem_int_iput(sharr , local_arr , start , stride ,
end - start , pe);

2 shmem_int_iget(local_arr , sharr , start , stride ,
end - start , pe);

Listing 3: RMA in C

In line 1 of Listing 2, what looks like an assignment to an
ordinary array sharr actually results in a network operation
that stores the appropriate values in remote memory. Here,
num_elems elements of local_arr are stored in the slice of
the symmetric data object sharr on PE pe starting from
index start and continuing up to (but not including) index
end in steps of stride. This internally gets translated to the
OpenSHMEM call seen on line 1 of Listing 3. Line 2 of List-
ing 2 likewise results in the retrieval of remote data, which
gets translated to the call seen on line 2 of Listing 3. Worth
noting is that in the Python version, stride is an arbitrary
decimal number, whereas in the OpenSHMEM version it is
logarithmic based on powers of two. This must be accounted
for in the translation.

Synchronisation and ordering operations. OpenSH-
MEM uses synchronisation and ordering operations in order
to define the order and visibility of RMA operations. In
PySHMEM these operations remain unchanged.

4. EVALUATION
For our evaluation of PySHMEM we used an SGI Altix
XE1300 system located at the Oak Ridge National Labo-
ratory (ORNL)’s Extreme Scale Systems Center (ESSC).
Each compute node in the system is equipped with two
Intel Xeon X5660 CPUs for a total of 12 CPU cores and
24 threads. The nodes are interconnected with Mellanox’s
ConnectX-2 QDR single port host channel adapter. For
PySHMEM’s runtime backend we used SGI MPT version
2.03 that comes with a state-of-the-art OpenSHMEM im-
plementation.

The design of the microbenchmarks was simple. These were
designed simply to test the performance when transferring
large amounts of data to/from a single target. As such, each
consisted of two PEs, where one made a portion of its mem-
ory available and waited passively for the other to finish its
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Figure 1: Put Capacity

workload of RMA operations. For testing put operations, a
large number of operations of the same size were started one
after another as fast as the system would allow, after which
we used collected timing information to calculate the num-
ber of operations that could be performed each second. Get
operations were tested the same way, except that we calcu-
lated the average latency for each operation. The results of
these tests can be seen in figures 1 and 2. Both of these
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tests showed similar results - that there is a noticeable over-
head for small message sizes, but this drops off and becomes
insignificant when progressing to larger message sizes. Pre-
liminary analysis suggests that most of the observed over-
head for such small messages comes simply from the cost of
calling into the C functions themselves. Thus, the overhead
is largely constant, and this contributes to it becoming less
of a factor for larger messages where the time spent com-
municating is much greater. However, considering that one
of the primary design goals for PySHMEM is productivity,
such an overhead may be an acceptable cost. Furthermore,
there may yet be room for some degree of improvement to
performance in the future.

5. CONCLUSION
In this paper we presented a preliminary implementation of a
Python interfance into the OpenSHMEM API. The interface
leverages Python semantics and provides a concise and easy
to use interface where many explicit and typed RMA func-
tions are replaced by simple array assignment and retrieval
operations. In addition, as an interpreted language Python
allows interactive execution of PySHMEM operations which
allows easy debugging and prototyping of distributed ap-
plications. Furthermore, this serves as a good example of
how semantics from high level languages in general can be
similarly leveraged to seamlessly integrate OpenSHMEM for
greater productivity, without necessarily having to sacrifice
much in performance. In particular, nothing about the ap-
proach used for PySHMEM could not also be used for a
language such as C++, which could also avoid the extra
execution and invocation costs seen with Python.

What remains for future work is expanding PySHMEM fur-
ther to support the rest of the OpenSHMEM specification
beyond RMA and synchronisation operations. Furthermore,
since extensions to the OpenSHMEM specification have been
receiving a great deal of attention, it is also of interest to
look into how some of these extensions may be adapted as
well.
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