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Abstract

Time critical applications must be able to execute efficiently in a grid environment with

changing dynamics. Moreover, it should be able to adapt to changes both in the grid

environment and in its own execution behavior, to ensure that run-time performance goals are

met. Air Quality Modeling (AQM) is one such time-critical application that has high

computational and performance needs. In this paper, we introduce an Adaptive Execution

Framework (AEF) that maximizes the utilization of grid environments by monitoring and

responding to the constantly changing resource and application characteristics. Unlike most

checkpointing techniques, this framework adjusts its own behavior according to the dynamics

of the application and the environment, while guaranteeing high performance to time-critical

applications. In order to achieve this, we have integrated a checkpointing library, a

performance monitor and a resource management system, Sun Grid Engine (SGE). The AQM

application is being used as a testbed for our work.
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1. Introduction

Computational grids [1] have successfully been deployed to support large-scale multi-

disciplinary applications. Current grid technologies [2] implement basic authentication, resource

management and data management services. On-going work addresses important additional

functionality, such as simplified user interactions with the grid and quality of service. However,

the full potential of grids has yet to be tapped for time-critical applications, due to the inability of

such systems to exploit the resource pool in order to meet performance contracts. In order to meet

the demands of such computations, a grid environment must provide fault tolerance combined

with adaptive execution.

This paper analyses the problems facing time-critical applications and proposes strategies to

overcome them. These strategies enable fault-tolerance and adaptive execution by close

monitoring of the application behavior and the available resources. We call the framework that

we are creating to demonstrate our ideas the Adaptive Execution Framework (AEF). The primary

goals of AEF are to provide increased fault-tolerance and to enable the system to meet the needs

of time-critical applications by checkpointing applications and using this to adjust the set of

executing resources as required. Traditional checkpointing techniques focus on providing fault-

tolerance, but do not vary the number of checkpoints in accordance to the likelihood of faults,

performance problems or other application behavior. Thus without modification, they are not well

suited for our purposes.

The AEF meets these goals by varying the amount of checkpointing dynamically, and

adapting the program execution to the constantly changing dynamics of the grid environment via

a restart mechanism. The characteristics of the grid that may change during a run include the

available processors, amount of available memory, network contention and queuing delays. In

order to evaluate the behavior of the overall system, the application’s performance is monitored;

feedback is given to the scheduler to help determine the level of checkpointing needed. The
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performance monitor thus provides execution timings dynamically, and is loosely integrated with

the scheduler. The overall system makes the execution adapt to both the resource and the

application behavior.

Air Quality Modeling (AQM) [3] project at the University of Houston is a major initiative

that has the goal of providing precise and reliable air quality forecasts for the Houston area. AQM

is a computationally intensive project, requiring medium to large-scale computing facilities in

order to develop the component applications, experiment with and ultimately provide timely

forecasts. These time-critical computations have a need for techniques to deal with failures and to

adapt to new resources if the originally selected machines are not producing results to schedule.

Techniques such as adaptive execution can provide this guarantee by selecting the best possible

resources to execute the job. Without this kind of support, no assurances can be provided for the

timely completion of AQM jobs.

We are using the AQM application both as motivation for our work, as well as an example

code suite for developing and testing the AEF. The AQM application, which consists of various

coupled modeling components, each of which is composed of compute-intensive MPI programs,

proves to be an ideal candidate for testing our framework. However, AEF is intended to provide a

reasonably generic approach to adaptive execution, and our intent is that it can successfully be

used on other parallel scientific applications. In this paper we describe the application, the

framework and its parts. The organization of the paper is as follows. Section 2 surveys the related

work. Section 3 provides a brief description of the AQM application followed by the motivation,

design and implementation of the framework in Section 4. Section 5 briefly summarizes the

contents of the paper and discusses future enhancements.

2. Related Work

A grid environment may change dynamically in a number of, possibly unpredictable, ways.

In order to perform well under a variety of circumstances, it is necessary that a grid application
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should be able to adapt to major changes in its external environment. Fault-tolerance in grid

environments is generally provided by process checkpointing and migration. Based on the

technique by which the state of a process is saved and resumed on restart, checkpointing and

migration solutions can be classified into system-level and application-level solutions. System-

level checkpointing solutions save the entire system state, leading to large overheads in terms of

space and time. A comprehensive survey of system-level checkpointing solutions can be found in

[4]. Co-Check MPI [6] was one of the first MPI implementations that used the Condor [5] library

for checkpointing an entire MPI application. Co-Check processes flush their message queues to

avoid in-flight messages getting lost, and then synchronously checkpoint, which results in large

datasets for a single checkpoint.

DataGrid [7] uses application-level [8] techniques to checkpoint and save the relevant

application data. Another approach that has been used is that of compiler-automated application-

level checkpointing [27]. Here, a pre-processor inserts Checkpointing calls, which is transparent

to the application programmer. In order to minimize the cost of coordinated checkpointing, the

pre-processor tries to insert checkpoints around MPI barriers. This solution relies on the compiler

to detect and insert suitable checkpoints, so the checkpoint library needs to be complete in order

to handle saving of state at different checkpoint locations. Also, it cannot guarantee an optimized

strategy to save the state.

A recent trend in application-level checkpointing upon which our ideas are based is that of a

reconfigurable or malleable application. A reconfigurable application can be stopped and

restarted on a modified set of resources to accommodate dynamically changing availability of

processors. Some systems utilizing this idea are Dynamic Reconfiguration Toolkit (DyRecT) [9],

IBM DRMS [10]. IBM’s DRMS project is a major attempt to design a reconfigurable application-

programming model with application-level checkpointing to support fault-tolerance. DRMS saves

the entire data segment when a checkpoint occurs. DRMS does not scale very well with increased

resources and the DRMS programming model is restricted to nearest-neighbor computations.
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DyRecT is a software library for programmers to develop adaptively parallel message-passing

MPI programs. It provides a high-level API that can be used for writing adaptive parallel HPF-

like programs. In addition, DyRecT provides support for making a wider variety of applications

adaptive by exposing to the programmer a low-level library that implements many of the typical

tasks performed during reconfiguration [9]. Soto Restart Software (SRS) [11] was designed to

support fault-tolerance, and migration of reconfigurable or malleable applications. Implemented

on top of MPI, it provides application-level checkpoint calls that a programmer can insert into an

MPI program.

Grid Application Development Software (GrADS) [12] is a major effort to investigate issues

pertaining to grid programming models. The major concepts introduced by GrADS are that of

configurable object program, which needs to be stored in an architecture/platform independent

form and performance contracts that specify the expected performance of modules as a function

of available resources.

Condor is a workload management system that was initially developed for clusters and

subsequently extended for job submission and execution in grid environments (Condor-G[13]). It

does not support dynamic resource selection. Thus, if a process begins execution on a certain

number of resources, it cannot be reconfigured to run on subsequently available additional

resources. Cactus [15] is a popular problem-solving environment that was designed to harness the

capabilities of dynamically available grid resources. Cactus has many of the features that GrADS

provides with primary focus on parallelism and portability. Checkpointing is done by saving an

entire process image.

Crossgrid [14] introduces the idea of a grid resource management system based on self-

adaptive scheduling agents for scheduling a particular parallel grid application. The goal of this

system is to achieve a reasonable trade-off between resource usage efficiency and application

speedup, based on user preferences. Scheduling agents take dynamic information about target

resources and application characteristics into account. These techniques are quite similar to those
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of Application-Level Scheduling (AppLeS) [17], which uses Network Weather Service (NWS)

[18]to monitor the varying performance of available resources. These scheduling agents rely on

resource management mechanisms provided by Globus and DataGrid. Thus, issues of fault-

tolerance are not explicitly addressed.

3. Air Quality Modeling

The Air Quality Modeling (AQM) project of the Institute for Multidimensional Air Quality

Studies (IMAQS) at the University of Houston analyzes the air quality in the Houston area in

order to provide solutions for Houston’s air quality problems, which have resulted in several

violations of the ozone standards. The AQM project is a multi-disciplinary effort involving close

interaction between scientists in diverse fields such as computer science, environmental sciences

and geophysics to help solve the computational needs of their large and complex problems and to

demonstrate success on key next-generation applications.

Current efforts to provide air quality forecasts include [19][20]. Most of these frameworks

possess similar frameworks but differ in the modeling components chosen. The primary modeling

components in the AQM forecast system include: mesoscale model (MM5) [21] used for weather

forecasting, or the more advanced Weather Research and Forecasting model [22] an emission

inventory processing, SMOKE [23] and the chemical transport model, CAMx [24] or CMAQ

[25]. These components execute on multiple heterogeneous environments using MPI programs

and have high computational needs.

The MM5 forecasts are run on four domains with 24-hour simulation each. The MM5 model

alone executes for about 15 hours on a 16-node cluster (excluding the pre and post-processing

times for the data needed by this MM5 model). The data during the pre and post-processing

stages can easily run into Gigabytes. In addition meteorological, emissions inventory, air quality

monitoring and air quality simulation output data need to be transferred among the modeling

subsystems that are running on different computer platforms (parallel or sequential) at different
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physical locations (on campus or state-wide).

Each of these subsystems has its own preferred hardware and software environment because

many useful modeling tools have only been targeted to, and tested for, a relatively small set of

machine classes [26]. Figure 1 shows the interaction between the different subsystems. Moreover

meteorological data has to be ready before emission and chemical transportation simulation can

start. As the goal of the project is to provide daily forecasts, the executions need to be completed

within the deadline.

Deadlines must still be met even if a power or network failure is encountered or a processor is

faulty. Any newly available resource should be detected dynamically and it should be determined

if its use is expected to be beneficial for performance. In a time critical scenario, results must

always be produced on time. As these results have to be delivered in a strict timely manner, a

suitable grid framework is needed to enable job executions to recover from any resource failures

and guarantee job completion in the expected time range. Such a framework with performance

guarantees has to be carefully designed to accommodate these scenarios.

Figure 1: Real-Time MM5 Weather Forecast at UH
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4. Adaptive Execution Framework

The Adaptive Execution framework aims to provide a robust and high performance execution

environment for the AQM application by means of application-level checkpointing and integrated

scheduling. Our checkpointing library provides functions for the application programmer to

implement application-level checkpointing and define the different levels of checkpointing. The

level of checkpointing is an indication of how resistant the application is to failure and how much

computation would be lost in event of a failure. Different levels have a different number of

checkpoints and the checkpointing level to be applied for a particular application is decided by

the scheduler at run-time. Logically, the checkpointing calls inserted in the application separate

the execution of the application into a so-called Execution Element (EE). The data saved at these

checkpoints is called an Execution State (ES) in our framework. One or more EE’s is a possible

scheduling unit in the application execution. It is up to the scheduler to decide the number and the

exact EE’s to be scheduled. In order to make this decision, the scheduler needs to take into

consideration the following parameters:

 Stability of the hardware and software environments

 User’s preferences on the balance between application performance and fault-tolerance

 Comparison of the current application execution with historical execution details

obtained from performance monitoring utilities

Our framework makes the best utilization of the knowledge of the current and historical

information and the user’s input for the scheduler to make a smart scheduling decision for the

AQM application. AEF also tries its best to schedule the application such that it meets the

performance and fault-tolerance requirements specified by the user. Figure 2 shows the

components of the framework. An application will be executed in AEF as follows:

1. User submits his/her application jobs to the scheduler. The application is instrumented

with our library calls.
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2. Based on the “balance point” (supplied by the user) between performance and fault-

tolerance and also the current resource stability parameter, the scheduler decides the level

of checkpointing for the application.  The result of this decision is to set the

LEVEL_CKPT environment variable.

3. The scheduler launches the job.

4. During execution, application data are saved when checkpointing functions are executed,

and also the LAST_CKPT variable is set to the appropriate value to record the last
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Figure 2: Adaptive Execution Framework
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checkpoint.

5. During execution, the scheduler gathers performance data on the application execution,

from the performance monitor.

6. The observed performance information is normalized and compared with historical

performance information for the application. Based on the results of this comparison, the

performance parameter is provided. This helps the scheduler decide the next possible

checkpointing level. It sets the NEXT_LEVEL_CKPT variable. This decision is made at

regular intervals, which can be tuned by the system administrators.

7. Also, based on the resource stabilty parameter the NEXT_LEVEL_CKPT variable can be

set.

8. In some situations, such as system failure, rescheduling, user interaction, etc, the

application could stop or be rescheduled with a different configuration. Under these

circumstances the scheduler simply terminates the application.

9. On application restart, the scheduler launches the job again from the beginning. However

based on the value of the LAST_CKPT variable, the application starts its real

computation from the last checkpoint instead of from the beginning.

10. Application data are reloaded and redistributed to reflect the current parallelism.

11. The application continues its execution and checkpointing, and the scheduler resumes the

work.

In the remainder of this section, we discuss in detail the implementation of the three modules:

Checkpointing library, Performance Monitor, and Scheduler Integration.

4.1 Checkpointing Library

The AQM application has long execution times on datasets of sizes ranging from 200MB to

30GB. However it has a relatively simple program structure. The communication and
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computation parts of the program are well separated, and it follows the pattern of alternate

computation and communication. Our adaptive execution solution takes full advantage of this

execution pattern by inserting checkpointing calls between computation part and communication

part. Those checkpointing calls make it possible for the application to be stopped (with the

appropriate data saved) and to be restarted again. Based on the AQM application structure and

with help of the performance profile from the Cougar compiler [35], the programmers insert the

library calls at appropriate locations in the code. The performance profile helps identify the

bottlenecks and provide an application performance and timing analysis. This acts as a guide for

the user to identify the locations to insert the library calls. These library calls invoked results in

the saving of the necessary application data to stable storage.

In system-level checkpointing solutions, the entire process image of the checkpointed

application is saved on non-volatile media and will be reloaded on a restart or migrated-restart.

Such checkpointing is normally transparent to the application. However, such transparency puts

strict restrictions on the system calls that may be used in the application, and it is impossible to do

the data redistribution and reconfiguration execution.

Therefore we prefer application-level checkpointing by implementing a library on top of the

MPI programming model. Programmer-guided application-level checkpointing provides the

benefit of saving only the necessary state needed to recover instead of the entire process image.

This approach utilizes user-inserted checkpoint calls in application source code that will save

only the required application data on a checkpointing request. The format of the saved state is

OS/architecture independent to support portability and migration. In our approach, we define the

checkpointing data in the format of {variable, value} pairs. These pairs represent the state of

computation until that point, which is the Execution State (ES) in the execution path. The saved

data also captures the application control and data distribution details. Since the programmer is

assumed to have extensive knowledge of the application, it is entirely left to the discretion of the

programmer to decide how to set the {variable, value} pairs, how to save them and collect them.
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In our framework, we introduce the concept of a checkpointing space. A checkpointing space for

a parallel application is the logical global space for saving checkpoint data for all the processes in

the application. The global space contains information about the individual sub-space location of

each process. Processes save data in   their own sub-space. Before committing the checkpointing

(AEF_Commit calls), no real data saving is performed. Thus, the checkpointing calls ensure that

no computation has been lost in event of a system crash and only the relevant data is committed

to disks. On application restart and data recovery, application data are retrieved from this global

space. This results in each process getting its own data (VVpair). Table 1 lists some of the basic

library functions.

Functions Description
int AEF_Init() Initialize the AEF environment
int AEF_Finalize() Clean AEF environment

typedef struct {void * variable, void * value}
VVpair; Data structure for Vvpair

int AEF_DefineVV(void * buffer, int size, VVpair
* vvpair)

Define application data as an array of {variable,
value} pairs

int AEF_ReleaseVV(VVpair * vvpair, void *
buffer, int size)

Release an array of {variable, value} pair to
appliction buffer

int AEF_CKPT_Space(int size, void
**ckpt_spce)

Define a checkpointing space globally,
Collective Operation.

int AEF_Collect(void * ckpt_space, int * offset,
VVpair * vvpair)

Map {variable, value} paris to the global
checkpointing space

int AEF_Commit(void * ckpt_space)
Commit the checkpointing operation, and all the
data in checkpointing space is saved

int AEF_Restart(void *ckpt_space, int flag)
Restart from a specific checkpointing space with
control flags, such as redistribution, etc.

int AEF_Redistribution(void *ckpt_space, VVpair
* vvpair, int flag)

Perform data redistribution on the checkpointing
space(ckpt_space) onto {variable, value}
pairs(vvpair)

RED_ARRAY_BLOCK, RED_ARRAY_CYCLIC
Current supported data redistribution
flags(methods)

Table 1: Basic Functions in checkpointing library

Thus, the checkpointing calls ensure that no computation has been lost in event of a system

crash and only the relevant data is committed to disks. On restart, these pairs are restored again

into the application by the restart library calls. Although in our implementation, the application is

restarted from the beginning, the real computation continues from the last checkpoint. The major
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advantage of this method of restart is that, it is possible for the application to be restarted on a

different number of processors, which is referred to as reconfigured execution. Our framework

takes advantage of this feature and schedules the application according to the resource

availability. And with the help of this reconfigured execution, adaptivity of the framework and

the corresponding integrated scheduling is achieved.

 The issues arising from reconfigured execution are how to apply data redistribution to reflect

the current parallelism. For example, before the checkpointing and restart, the application is

running on 4 processors, and then on a reconfigured restart, the application can be scheduled to

run on 8 processors. Under these circumstances, redistribution of data collected from 4 processors

to 8 processors can be hard. So besides checkpointing, the library also provides functions for

application-specific data gathering, redistribution methods and algorithms. Such redistribution is

usually specific to an application. For the AQM application, we are working on a solution similar

to that of DyRecT by providing low-level primitives and high-level primitives. The low-level

primitives are for general-purpose situations, and the programmers have the full control of the

every detail of the data redistribution algorithms. But the programmers have to specify and hard-

code the data-redistribution methods by themselves. The high-level primitives are for iterative

nearest-neighbor situations, which occur frequently in the AQM application. We provide library

functions for the programmers to specify the commonly used data redistribution methods, such as

block and cyclic distribution in regular array and mesh.

The major difference between our library and SRS is that while SRS provides a generic way

for reconfiguration and adaptive execution for general MPI applications, we provide a library

well suited for the AQM application. By doing this, we take into consideration the application

characteristics, data distribution method, application I/O requirement, etc. Also keeping in mind

the performance requirements and time critical nature of the AQM application, we optimize our

library calls as much as possible to reduce the overhead incurred by application data

redistribution on adaptive execution.
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The insertion of the checkpointing functions in our application is guided by the application

performance profile obtained from the compiler (in our case, we use the Cougar compiler and Sun

HPC Cluster Tools 5.0). The profile reports to the programmer the execution time and percentage

of total time for each block of the application, the execution time for the MPI library calls and our

checkpointing and data redistribution calls. Since the programmer has complete knowledge of the

application he/she is free to insert the calls wherever desired and to define the checkpoints that

correspond to a particular level. The level determines the density or number of checkpoints

executed in the program. For example, a level of 5 corresponds to all the checkpointing calls

being executed whereas a level of 1 executes the minimum number of checkpoints. In a compiler-

assisted application-level checkpointing solution, the compiler identifies the barriers and

collective operations in the application, and inserts checkpointing functions right after those

functions. Such a solution does not take into consideration the application structure and the

checkpoints may not have the best distribution in the application.

The level of checkpoints is not constant throughout the execution of the application. It can

change based on 2 parameters, resource stability and performance. The resource stability and

performance parameters are taken into account by the scheduler to decide the level of

checkpointing under which the application will execute. The resource stability parameter is

provided by the scheduler (in our case, Sun Grid Engine) while the performance parameter is

provided by the performance monitor tools (in our case, Paradyn). Further details about how these

parameters are obtained are discussed in section 4.2 and 4.3.

4.2 Performance Monitor

The performance monitor is used to provide real-time analysis in order to determine whether

or not to increase the number of checkpoints. It’s also used to provide the performance parameter.

The performance parameter is an indication of how well the application is performing in

comparison to its past executions. Performance tools can help monitor a program's execution and
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produce performance data that can be used to analyze the application behavior. Some popular

performance analysis tools include Automated Instrumentation and Monitoring System (AIMS)

[28], Nupshot [31], Pablo [29] and Vampir [32]. However these tools gather trace data during the

run and then perform post-mortem analysis on the trace data. However we need a real-time

monitoring system, therefore these tools are not suitable for our purpose.

Paradyn utilizes Dyninst [33] to perform program instrumentation and performance

evaluation during execution of the application program [30]. The technique used by Paradyn is

that of dynamic instrumentation, whereby the application program is instrumented at run-time

under the control of the performance consultant. Paradyn can measure MPI applications using the

native MPI implementation on parallel computers and using MPICH. Performance monitoring is

widely used in computational steering, which refers to the run-time control of an application and

of resources that it uses for purpose of experimenting with application parameters or improving

application performance [34]. Examples of such systems include Falcon integrate the approaches

of human-interactive and algorithmic steering. We follow a different approach as even though we

obtain the performance parameter using the performance monitor, the decision to change the

checkpointing level is done by the scheduler.

We chose Paradyn for performance monitoring as it provides accurate execution times for the

AQM application and MPI routines. Moreover, it is easy to install and has a convenient interface.

Since the performance consultant has a fair idea of the performance bottlenecks and program

structure, the user’s responsibility is minimal. Such instrumentation does come with an overhead

of the order of seconds. Since the AQM application is a long running application (almost 16

hours), this overhead is acceptable. Moreover, the user does have the choice of limiting the

instrumentation. Paradyn is useful in providing the execution times of the individual modules of

the AQM application as well as the communication and the data details. This can help identify the

areas of maximum computation.
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The AEF provides an interface to analyze the data provided by Paradyn. The history of past

executions has been constructed by observing the execution of the application over several days.

Though history of past executions does give us a good pattern of execution, there could be

unpredictable fluctuations specific to the application execution. For example a resource could

have too many processes running, which could affect the performance adversely. The current

execution pattern of the AQM application is compared with the history of execution to determine

the performance parameter. The level of checkpointing can dynamically be changed at run-time

based on this performance parameter.

4.3 Scheduler Integration and Adaptive Execution

To support adaptive fault-tolerance and reconfigured execution, we need a run-time system

for failure detection and monitoring, and application adaptive scheduling. In our cluster

environment, the open source Sun Grid Engine (SGE) [36] is fully deployed and acts as the

working job submission and resource management system. From a functional point of view, SGE

scheduler has physical resource manager (RMS) in form of the Execd daemon, a scheduling

manager (SM) in form of the Schedd daemon and an application manager in form of the Shepherd

daemon [37]. We integrate our library with SGE to provide the necessary run-time support. The

RMS is responsible for hardware resource management and monitoring, such as failure detection,

usage accounting, etc. The SM is responsible for application scheduling and queue management.

SGE is integrated with Sun Cluster Tools MPI implementation. Since the AQM application is

compiled under Sun MPI, the SGE scheduler can also communicate with our library implemented

on top of Sun MPI.

In our integration, we expect that SGE can make smart decisions regarding application

scheduling, checkpointing level and reconfigured rescheduling to achieve adaptive execution of

the AQM application. Besides the balance point between performance and fault-tolerance
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supplied by the user on job submission, the scheduler needs two more parameters to make a

decision. One of these parameters is obtained from the performance monitor during the

application execution and is called the performance parameter. The performance parameter

indicates how well the application is performing on the current configuration of resources. The

normalized information is compared with the historical information about the application

execution. By this comparison, the scheduler sets the value of the performance parameter.

The other parameter is the dynamic resource stability value, which is obtained from the

scheduler resource monitoring utilities. This parameter measures the stability of the

hardware/software resources in current application execution environment. It also provides hints

for the scheduler to decide the levels of checkpointing for the application execution. Our

hardware environment (Sun Fire Cluster) is relatively stable, so currently in our preliminary

testing, we set this value to a constant.

Since a precise formula to decide the checkpointing level from these two parameters needs

extensive runs of the application on varying datasets and varying number of processors, we are

currently setting these values manually based on prior knowledge of the application execution.

We also have a table that maintains the mapping between the values of these two parameters and

the level of checkpoints. The Range of values for these two parameters corresponds to different

levels of checkpointing. Basically, a low value for those parameters indicates to the scheduler that

the level of checkpointing should be increased.

Currently, we have a loose integration of our checkpointing library with the SGE scheduler

by means of perl/shell scripts. SGE gets the value of the parameters and retrieves the mapping to

decide the level of checkpoints, and then set the variable LEVEL_CKPT. LEVEL_CKPT’s value

will be picked up by the library functions to decide whether the next checkpoint should be

executed.
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5. Conclusions and Future Work

The goal of the Adaptive Execution Framework in our context is to meet the high-

performance and deadline requirements of the Air Quality Modeling application and provide

reliability for the long-time execution of the application. In such a framework, the application

execution is adaptive to the hardware resource environment, and is also responsive to user’s

performance and fault-tolerance requirements. Such adaptivity and responsiveness are achieved

by dynamically adjusting the level of checkpointing and parallelism in terms of number of

processors during application’s execution. The implementation of the framework is achieved by

providing three modules: checkpointing library, performance monitoring, and scheduler run-time

integration and adaptive execution. To support reconfiguration or malleability of the application,

we have designed our checkpointing library at the application-level. The programmer has the

freedom to specify in the code how to checkpoint their data, how to collect and save them into a

single checkpointing space, and how to load and redistribute them again. Also the level of

checkpointing is decided at run-time varying the number of checkpoints actually committed. The

performance monitoring modules log the detail of the application execution. These details are

then analyzed by the scheduler along with the data about resource stability and the user’s personal

preference in order to make the decision about the appropriate level of checkpointing.

  Currently, hooks have been provided in our library to integrate with the scheduler and

application monitor. Such integration is loosely coupled by means of perl/shell scripts. In future

we intend to provide tighter integration between the library and the scheduler. Also, we need

more application testing to build the right formula for the scheduler to make more accurate

decisions. Currently, the user inserts the library calls manually and we are considering automating

this process as a future enhancement. Also the scheduler can be enhanced to take into

consideration the network parameters such as latency and bandwidth while doing adaptive

scheduling.
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