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Abstract. The paper presents a compiler framework for analyzing and optimizing OpenMP
programs. The framework includes Parallel Control Flow Graph and Parallel Data Flow
equations based on the OpenMP relaxed memory consistency model. It enables traditional
compiler analyses as well as specific optimizations for OpenMP. Based on the framework,
we describe dead code elimination and barrier elimination algorithms. An OpenMP code
example is showed in the paper to illustrate the optimizations. The framework guarantees
that the traditional optimizations can be performed safely to OpenMP programs, and it
further increases the opportunities for more aggressive optimizations.

1 Introduction

OpenMP [7] and PThreads [2] are the most widely used programming models for paralleliz-
ing applications in shared memory systems. Whereas PThreads often requires major reorgani-
zation of a program’s structure, the insertion of OpenMP directives is often straightforward.
OpenMP directives impose a structured programming style with a simple means for synchro-
nization that helps avoid some kinds of programming errors. A compiler translates an OpenMP
code to threaded C/C++, Fortran code that will be linked with a thread library. It is easier
for a compiler to analyze an OpenMP code than its corresponding threaded code due to its
very structured style. However, most compilers do not exploit the fact to analyze an OpenMP
code. There is little or no optimization in most OpenMP compilers [8, 6] before an OpenMP
code is translated to a threaded code. Fig. 1 shows an OpenMP code and a compiler generated
threaded code after the translation. Based on OpenMP semantics, it is known that k is equal to
1 after the OpenMP single construct. However, in the translated code, a compiler is not sure if
k is equal to 1 or not at the if(k==1) statement since the value of mpsp status is unknown at
compile time.

#pragma omp s i n g l e
{

k = 1 ;
}

i f ( k==1) . . .

(a) An OpenMP program with
single construct

mpsp status = ompc s ing l e ( ompv temp gtid ) ;
i f ( mpsp status == 1)
{

k = 1 ;
}

ompc end s ing l e ( ompv temp gtid ) ;

i f ( k==1) . . .

(b) The corresponding compiler translated threaded code

Fig. 1. A compiler translated OpenMP code
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2 OpenMP Memory Model

As described in [4] and OpenMP 2.5 specification, OpenMP is based on the relaxed consistency
memory model, which means that each thread is allowed to have its own local view of shared data.
The local value of a shared object may or may not be consistent unless there is a flush operation
to force the value to be consistent over all threads. Besides the OpenMP flush directive, OpenMP
synchronization mechanism (omp barrier, omp critical, omp atomic, and locks) contain implicit
flush to make the data consistent. Most OpenMP constructs have implicit barriers at the end of
them to ensure the synchronization of threads execution and keep the data consistent between
them. An aggressive optimizing compiler can safely assume that there is no inter-thread data
interactions until a flush operation has been reached. The OpenMP memory model simplifies
the compiler analysis for parallel programs since a compiler can perform traditional analysis
and optimizations safely between two synchronization operations. Therefore, most OpenMP
compiler performs compiler optimizations after OpenMP has been translated to a threaded
code, and limits the sequential analysis and optimizations to be performed only between two
synchronizations.

3 Parallel Data Flow Analysis Framework for OpenMP

The idea of PCFG is similar to Program Execution Graph [1] and the Synchronized Control
Flow Graph [3]. The distinction between our PCFG with them is that our PCFG is based on
barrier and flush synchronizations, instead of event based synchronizations (such as post-wait).
The PCFG is a directed graph (N, E, s, e), where N is the set of nodes including basic nodes,
composite nodes, super nodes, and barrier nodes; E is a set of directed edges including sequential
edges and parallel edges; s and e represent the entry and exit of a parallel region, respectively. A
basic node is a basic block, or contains a omp flush directive. A composite node is composed of
an OpenMP worksharing or synchronization construct and the basic nodes associated with it.
A barrier node contains omp barrier directive only. A sequential edge indicates the sequential
control flow within a thread. A parallel edge indicates a branch that more threads may take.

Fig 2 shows how the composite nodes containing worksharing directives are connected by
parallel and sequential edges. In Fig 2 A and B, different threads may take different paths, so
that parallel edges represent the branches for different threads. In Fig. 2 C, the omp for loop
will be executed by all threads, and we use a sequential edge to connect it. Based on the omp for
directive semantics, the enclosed loop should not have any data dependence. We treat the loop
as a sequential loop in the PCFG. Fig. 2 D presents the PCFG for omp critical construct. A
critical section is executed by multiple threads one by one, but never at same time. It is similar
to the execution of a loop in a sequential program in terms of data propagation. We create
a backward edge in the critical construct, so that a data defined in the critical region will be
visible by next thread when it executes the critical section.

We introduce new equations in Parallel Data Flow Analysis(PDFA) to handle the distinctions
between sequential and parallel data flow analysis as follows.
Super Node (S) Equations: A super node contains one or more composite nodes between two
barrier nodes. The equation In(s) is the Out(entry) or Out(Previous Barrier), and the Out(S) is
a union of all composite nodes that directly reach the end of the super node. A flush set Flush(S)
needs to be gathered in a super node, since a flush operation performs inter-thread data flow
inside a super node.

Flush(S) =
⋃

b∈BasicNode(S)

Flush(b) (1)
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Fig. 2. OpenMP Worksharing Constructs in PCFG

We also need to compute the definitions that are killed in a super node. In a parallel program,
if a definition has been killed in at least one of composite nodes inside a super node, it cannot
reach the next super node. We need to perform a union operation for all must-be-killed definitions
of all composite nodes in a super node. We define MustKill(S) of a super node to be a set of
must-be-killed definitions in its all enclosed composite nodes.

MustKill(S) =
⋃

C∈CompositeNode(S)

MustKill(C) (2)

Composite Node (C) Equations: A composite node contains one or more basic nodes. We
are interested in the intra-thread data flow, and the must-be-killed definitions in a composite
node. The equation In(C) is a union of Out(C) of all previous composite nodes or In(S) of its
super node. Out(C) is a union of its basic nodes that directly reach the end of the composite
node. Intuitively, if a definition appears in the beginning of of a super node, but does not reach
the end of a composite node inside the super node, it is included in the MustKill(C) set.

MustKill(C) = In(S)−Out(C) (where S is the super node of C) (3)

Basic Node (b) Equations: We compute data flow equations for each basic node similarly
with them in a sequential DFA. In addition, we need to handle inter-thread data flow by flush
operations. We have the following modifications of equations for each basic node b:

Out(b) = (In(b)−Kill(b))
⋃

Gen(n)
⋃

Flush(S) (Where S is the super node enclosing b) (4)

Flush(b) =
{⋃

v (v ∈ variables specified in the flush directive)
all shared variables (if the flush does not specify any variables) (5)

Barrier Node (Barrier) Equations: At a barrier point, threads wait until all threads reaching
the point. It then flushes all shared variables before all threads execute the next super node.
The In(Barrier) equation is a union of all predecessors. And the Out(barrier) set should exclude
all definitions that must be killed in the previous super node.
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Out(Barrier) = (In(barrier)−MustKill(S))
(where S is the previous super node of the barrier) (6)

3.1 Compiler Optimizations

Based on the above Parallel Control Flow Graph and Parallel Data Flow equations, we are
able to perform traditional optimizations before an OpenMP code is lowered to a threaded
code. A lowered threaded code may lose the structure of threads execution and interactions,
and make it difficult for a compiler to optimize it globally. We can compute the data flow
information such as reaching definitions based on the PDFA. Inter-thread and intra-thread
use-definition and definition-use chain can be calculated and traditional optimizations such as
copy propagation, dead code elimination, and partial redundancy elimination(PRE) etc. can be
performed. Moreover, Barrier elimination is an optimization for parallel programs to remove
redundant barriers so as to improve the performance. We can perform optimizations specific to
parallel programs such as Barrier eliminataion based our PCFG and PDFA equations. Due to
the page limit in this paper, we will present the algorithm of these optimizations in the future.

4 Conclusion and Future Work

The contribution of the paper is to present a compiler framework that enables high-level data
flow analysis and optimizations for OpenMP by taking its semantics into consideration. The
framework represents the intra- and inter-thread data flow in OpenMP based on the relaxed
memory model. It enables classical global optimizations to be performed before an OpenMP
code is lowered to a threaded code. Moreover, a compiler is able to perform more aggressive
optimizations specific to OpenMP programs. In the future work, We will implement it into the
OpenUH compiler [6] to further evaluate the work. We will explore more compiler optimizations
based on the framework in cluster OpenMP implementation [5]. It could also be used in static
analysis for detecting race conditions of an OpenMP program. We believe that the framework
will lead to more aggressive optimizations and analysis for OpenMP.
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