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Abstract— The rise of machine learning and deep learning 
applications in recent years has resulted in the development of 
several specialized frameworks to design neural networks, train 
them and use them in production. The efforts toward scaling and 
tuning of such frameworks have coincided with the increasing 
popularity of heterogeneous architectures (e.g. GPUs, 
accelerators, etc.); and developers found that the iterative and 
highly concurrent nature of machine learning algorithms is a good 
fit for the offerings of such architectures. As a result, most 
machine learning and deep learning frameworks now support 
offloading features and job distribution among heterogeneous 
processing units. Despite increasing use of deep learning 
techniques in scientific computing, HPC architectures has not 
been a first-class requirement for framework designers and is 
missing in many cases. 

We have taken a first step toward understanding the behavior 
of deep learning frameworks in HPC environments by comparing 
the performance of such frameworks on a regular HPC cluster 
setup and their compatibility with cluster architecture. We also 
studied the support for HPC-specific features provided by each of 
the frameworks. In order to accomplish this, a set of tests to 
compare deep learning frameworks has been introduced as well.  

In addition to the performance results, we observed some 
design conflicts between these frameworks and the traditional 
HPC tool chain. Launching deep learning framework jobs using 
common HPC job schedulers is not straightforward. Also, limited 
HPC-specific hardware support by these frameworks results in 
scalability issues and high communication overhead when running 
in multi-node environments. We discuss the idea of adding native 
support for executing deep learning frameworks to HPC job 
schedulers as an example of such adjustments in more details.  

Keywords—Deep learning frameworks, Image classification 
benchmarks, Distributed computing 

I. INTRODUCTION  
Deep Nueral Networks (DNNs) are becoming a more 

popular approach in scientific computing in the recent years. 
However, a majority of common machine learning frameworks 
are designed with a private cloud platform as the hardware 
platform in mind. These frameworks rely on enterprise 
client/server architecture and hence assume that all worker 
nodes know the complete topology of the cluster and have 
enough access to pass messages to the whole cluster. Usually, 

this type of communication is not exploiting the high speed 
interconnects and memory sharing capabilities available to HPC 
applications and therefore, resulting frameworks do not benefit 
fully from hardware features available in HPC environments 
(e.g. high-bandwidth interconnects, etc.).   

Additionally, such frameworks are inherently complex and 
depend of several external packages and libraries, many of 
which are not usually installed on HPC clusters. Therefore, 
building frameworks from source could take a lot of time 
considering the fact that users on HPC clusters barely have 
administrative access to manage the server packages. 

Despite some work that performed by research teams to add 
support for clusters to machine learning frameworks [1], the 
mainstream of these solutions do not officially support HPC 
clusters today. Hence, adapting such frameworks to HPC 
environments requires performance optimization of these 
frameworks and, in cases, changes in their design, making them 
easier to install, execute and maintain in HPC environments. In 
some cases adjustments to the HPC software stack (i.e. 
middleware and tools) may be required as well. 

As the first step towards designing and tuning these 
frameworks for our specific environments, we need to identify 
the main bottlenecks of such frameworks and to see if they can 
be improved using HPC-specific technologies. The goal of this 
work is to provide a comparison of deep learning frameworks in 
HPC environments. We focus on portability and performance of 
the frameworks. We also look at their scalability in multi-node 
setups when supported.  

While we do not reach a completely fair benchmark suite, 
we tried to follow the best practices in running our tests. 
Specficially, we used identical hardware and middleware to 
perform all tests and the closest implementation of neural 
networks on all target test frameworks. We also used standard 
datasets for our tests that helps reaching more comparable 
results with previously done researches in this area. 

To set the boundaries of this work, we focus on image 
classification algorithms and selected Inception V3 architecure 
as our testcase network. We used three standard image 
classification datasets, namely ImageNet (ILSVRC2012) [4], 
Flowers [5] and CIFAR-10 [6], to measure the performance of 
target frameworks in our environment.  



Our comparative study has been done using Tensorflow [3], 
Caffe2 [12] and CNTK [2]; which are three modern machine 
learning, industry-backed frameworks. Tensorflow is a deep 
learning framework developed and maintained by Google; 
Caffe2 is developed by Facebook and built based on UC Berkely 
Caffe framework [8]; and finally CNTK is an open-source deep 
learning framework developed by Microsoft. While Caffe2 and 
CNTK natively support MPI for inter-node communications, 
there is no official support for high-speed interconnects in 
Tensorflow and inter-node communication uses socket-based 
gRPC protocol. 

All tests have been performed on Seawulf cluster [8]. This 
cluster is located at Stony Brook University and consists of 164 
compute nodes, each have two Intel Xeon E5-2683v3 CPUs. 8 
of these compute nodes also contain 4 GPUs (Nvidia Tesla 
K80). We used GPU nodes on this cluster to run all tests. All 
tests are executed on three different standard image datasets: 
Flowers, CIFAR-10 and ImageNet (ILSVRC2012). These 
datasets differ in the number of samples and classes. The number 
of training classes in these sets varies from 5 to 1000. We tuned 
the configuration of each framework so that they can take 
advantage of all hardware features of our cluster, wherever 
supported by the framework. 

While our work gives a comparative benchmark of common 
deep learning frameworks in HPC environment, it also outlines 
important obstacles in the path of fully adapting these 
frameworks in clusters. This includes design conflicts between 
frameworks and traditional HPC tool chain. Launching deep 
learning framework jobs using common HPC job schedulers is 
not straightforward. Also, limited HPC-specific hardware 
support by these frameworks results in scalability issues and 
high communication overhead when running in multi-node 
mode. 

We observed several limitations imposed by the cluster 
infrastructure we used. We will discuss in further details, how 
later work on this subject requires more hardware resources, 
both in terms of length of time for one job and the number of 
GPU cores available to the jobs. 

The rest of this paper is organized as follows: In section 2, 
we will briefly introduce the candidate machine learning 
frameworks for this work and a short review of their 
architecture. We also cover a brief introduction to the Seawulf 
cluster and its specification. In section 3, a more in depth details 
of installation and configuration of libraries and frameworks 
used in this work is presented. Section 4 presents the 
experimental results and analyzes the data and its compliance 
with our assumptions and expectations. Finally, in section 5 we 
conclude our work and discuss some possible future steps of this 
work. 

II. BACKGROUND 
This section covers a high-level overview of the tools and 

infrastructure used in this work to perform our tests. Also a brief 
introduction to the useful machine learning terms and concepts 
used in paper is provided. 

A. Machine learning frameworks 
Despite differences in architecture and design, machine 

learning frameworks are designed to support execution of 
different types of neural networks [9]. Neural networks are 
consisted of nodes and grouped as layers that transforms data to 
form a trained model. After the training, the model will be used 
to predict the features of new incoming data. The training data  
size could be huge and cannot be consumed by the framework 
in one pass. Therefore machine learning frameworks usually 
consume training data in small chunks called minibatches. 
Every full pass through the whole training data forms an epoch. 
It is very common in machine learning algorithms to perform 
several iterations on the training data to improve the accuracy of 
the model. This iterative nature of the algorithms make such 
frameworks easier to scale and distribute and make them fault-
tolerant through easy-to-develop checkpointing features. 

1) Tensorflow 
Tensorflow is a deep learning framework developed and 

maintained by Google. It is designed based on Google 
DistBelief, which is a central part of successful Google Brain 
project. Tensorflow provides an expressive high-level API to 
describe the networks and the flow of information (tensors) 
between the nodes. Its flexible architecture allows you to deploy 
computation to one or more CPUs or GPUs in a desktop, server, 
or mobile device via a single API [3].  

A computation expressed in Tensorflow can be executed 
with little or no change on a wide variety of heterogeneous 
systems, ranging from mobile devices such as Android and iOS 
phones and tablets, to large-scale distributed systems of 
hundreds of machines and thousands of computational devices 
such as GPUs. This ability allows both large and small scale 
deployments to be described in a unified programming model. 
Tensorflow is general enough to model both data-parallel and 
model-parallel training approaches based on its runtime model 
flexibility. 

In Tensorflow, an operation is an abstract implementation of 
a computation, while a kernel is a device-specific 
implementation of that operation (such as addition, matrix 
multiplication etc.). Every application in Tensorflow is 
described in the context of a session, where an execution graph 
should be described by adding nodes and edges to the session. 
Tensorflow also supports a special type of variables, that keep 
values during a session. In runtime, the typed and multi-
dimensional matrices are represented by tensors. 

Tensorflow works in two modes, single-device and multi-
device. In multi-device mode, subgraphs will be placed into 
different nodes using a dynamic cost model. The algorithm 
keeps track of costs of execution of each iteration of execution 
and moves the nodes around of the costs are not balanced. Nodes 
can communicate direcly and the master node does not require 
to intervene directly in this type of communications which result 
in higher scalability. The fault tolerance in Tensorflow is 
achieved using regular check-pointing of the variables. If the 
execution is spanned over multiple machines, one or more 
‘parameter servers’ are responsible for synchronization of all 
workers throughout the execution. Unline inter-node 
commincation, the parameter servers are single points of failure 
in a distributed deployment and requires parameter 



synchronization between worker nodes and the parameter 
server. 

Additionally, a set of tools has already been developed 
around the Tensorflow core to form a usable eco-system. This 
includes visualization and tracing and profiling tools [3]. 

2) CNTK 
The Microsoft Cognitive Toolkit (CNTK) is a unified deep-

learning toolkit developed by Microsoft [2]. It provides API 
library for Python or C++ programs. Also, it can be used as a 
standalone machine learning tool through its own network 
description language (BrainScript). CNTK supports 64-bit 
Linux or 64-bit Windows operating systems. It also supports 
spanning over multiple GPUs and CPUs and multiple machines 
using MPI. CNTK uses a customized version of Intel MKL as 
its underlying math library [10].  

BrainScript is a Domain Specific Language (DSL) designed 
for defining DNNs and describing how the data flows between 
layers. One of the main advantages of CNTK is that BrainScript 
code does not contain much information about the deployment 
and execution of the network. This leads into a better code 
portability (e.g. in contrast to Tensorflow, that requires 
developers to explicitly code how the code  should be executed). 
On the other hand, describing a complete network and all data 
flows could be difficult in a descriptive language. However, the 
availability of APIs in common programming languages gives 
freedom to developers to choose the best approach based on 
project requirements. As of version 2.0 of CNTK both Python 
and Java APIs are provided in addition to BrainScript to support 
advanced development requirements [11]. 

3) Caffe2 
Caffe2 is a machine learning framework developed by 

Facebook research and first released publicly in 2017 [12]. It is 
built on top of Caffe framework [8] which is one of the earliest 
frameworks in this area and is well received in the industry. One 
of the main advantage of Caffe2 is the support for distributed 
execution and heterogenous architectures. Unlike Caffe (which 
relies on descriptive models), Caffe2 uses Pyhton APIs for 
network definition. However, niether the models nor the 
networks trained and defined in original Caffe are directly 
resusable in Caffe2. At the time of writing this paper, pre-trained 
models can be translated from Caffe to Caffe2 using a translotor 
script. The same is not true for the networks implemented in 
Caffe and there is no tools to migrate them to Caffe2 networks. 

The main disadvantage of Caffe2 is the young community 
and lack of sufficient sample codes and documentation. The 
binary distribution is not available for Linux and thus, 
developers have to build the framework and all dependencies 
from source. 

B. Infrastructure (Seawulf Cluster) 
Seawulf cluster is one of the clusters available at Stony 

Brook university [13]. We preferred this cluster for this work 
because of availability of GPU nodes on it. The cluster specs are 
listed in Table I. 

One main shortcoming of Seawulf cluster is the time 
limitation on the jobs that use GPUs. This hard-limit (8 hours) 
is deemed to be insufficient for most machine learning tasks 

such image classification. As shown in the experimental results 
section, we introduced alternative metrics to measure the 
performance of different benchmarks. Additionally, the number 
simulteaneous nodes with GPUs available to one job is limited 
to 2, which means that we can plan to use only 8 GPUs for the 
course of one test.  

TABLE I.  SEAWULF CLUSTER SPECIFICATIONS 

Compute Nodes 164 

Total CPUs/Total Cores 324/4592 

GPU  
8 nodes / total 64x GK210 
(K40) Cores/ 159,744 CUDA 
cores 

Memory 128 Gb/Node 

C. Networks 
Networks describe how the nodes are connected and how the 

data is flown and transformed between the layers. In deep 
learning applications, networks usually consist several layers 
that filter the data iteratively and shares knowledge between the 
layers using forward and backward propagations. Designing and 
development of networks is the central part of building a 
machine learning application and requires skill and experience. 
For the course of this project, we used a network architecture 
provided by Google (Inception V3) [14] for both single and 
multiple nodes test-cases. 

A wide variety of algorithms has been developed for the 
purpose of image classificagtion. AlexNet [15], GoogLeNet 
[16], and Inception [14] were developed by companies and 
research teams. For simplicity and unified coverage, we selected 
Inception V3 as the algorithms of choice because of two reasons: 

• It is more recent and known to give better accuracy than 
its predecessor (GoogLeNet) and other networks (i.e. 
AlexNet [14]). 

• Out-of-the-box implementation is available for both 
Tensorflow and CNTK. Both versions also support 
execution on multiple machines. 

One notable limitation about this choice is that the most 
recent implementation of Inception V3 for Tensorflow (which is 
based on Slim package), does not support multiple-node 
execution and therefore, an older implementation of this 
algorithm is used for our multi-node tests. Although this 
compromises the fairness of our evaluation, its effect would be 
limited in our goal of this paper (which is providing a high-level 
overview of running these frameworks in an HPC environment).  

At the time of writing this paper, we were not able to find 
any implementation of Inception V3 trainer for Caffe2 (either by 
Caffe2 developers or the public community). Since 
implementing a complex nueral network (line Inception V3) 
requires advanced machine learning knowledge, we decided not 
to proceed with Caffe2 tests and comare only the other two 
frameworks for the purpose of this work. 

D. Datasets 
We used three well known image classification training 

datasets for our tests: Flowers, CIFAR-10 and ImageNet 



(ILSVRC2012). Our target frameworks require us to restructure 
and reformat data from these datasets before the training can 
commence. Except for CNTK (which only needs a text file 
containing the list of images and their associated class index), 
the other two frameworks need the image files to be repackaged 
in framework-specific container formats. In Tensorflow, data 
should be packaged in “tfrecords” and in Caffe2, LMDB input 
is intended. Although all these frameworks have multiple 
connectors to pull data from different data sources, we see a 
clear advantage for CNTK here as it does not need repackaging 
of the files and hence less storage and time is required 
throughout the preprocessing phase. This becomes an issue 
specially in very large datasets. Table II contains key 
information about three datasets we used in this work. 

TABLE II.  DATASET INFORMATION 

Dataset Classes Training 
images 

Validation 
images 

CIFAR-10 10 50000 10000 
ImageNet 1000 1,281,167 50000 
Flowers 102 6150 1020 

III. EXPERIMENTAL RESULTS 

A. Test Setup and Framework Configuration 
All three target frameworks (Tensorflow, CNTK and 

Caffe2) provide binaries and well as source code for customized 
builds. However, in our case only Tensorflow’s binaries was 
compatible with our cluster environment and we had to compile 
from source code for the other two. At the time of wrting this 
paper, CNTK suffers from hardcoded constants in its source 
code that confines the support of the binaries to Ubuntu/Debian 
distributions (Seawulf cluster uses a CentOS-based 
distribution). Caffe2 does not provide pre-compiled binaries for 
CentOS distributions and hence building it from source is 
inevitable. Source compilation of such frameworks could be a 
time consuming effort due to several package dependencies that 
may need to be compiled from source as well. This is because 
having administrative access to a cluster is usaually not the case 
and many of these dependencies are not common in the HPC 
community and therefore usually not available as cluster 
modules. As described before, although we managed to build 
Caffe2 successfully on our cluster, we decided not to execute 
our benchmarks on it due to lack of out-of-the-box Inception V3 
trainer for it. 

In terms of job submission, we found CNTK to be the most 
compatible framework with HPC architecture. CNTK supports 
MPI natively and therefore, can be scheduled directly using 
cluster schdulers (such as SLURM) like any other MPI-enabled 
application. Tensorflow on the other hand, launches servers and 
workers in a manner similar to big-data frameworks (e.g. 
Hadoop, Spark, etc.). While this approach is well received 
among public cloud users, it is not a suitable approach to launch 
jobs in a HPC cluster. Common cluster schedulers do not 
circulate detailed information about the topology of the reserved 
nodes among all nodes. All in all, submitting jobs to Tensorflow 
on a cluster is not straigtforward and we therefore had to do 
additional scripting to make it possible.  

Both frameworks were configuraed by same parameters. 
The minibatch size was set to 32 and all 8 GPUs on the nodes 
were allocated to the trainging job. For the multi-node tests, a 
total of 16 GPUs (on 2 nodes) was availalble to the frameworks. 

B. Performance 
This section reports the results of tests executed on Seawulf 

cluster. As noted before, all tests have been performed on both 
Tensorflow and CNTK frameworks. Also, the time limits for a 
job on Seawulf cluster bounds the duration of our tests. Since 
we do not want the performance impact of checkmark saving 
and restoration added to our benchmarks, we designed our tests 
to be executed for one contineous time slot only and report the 
most informative parameters. For most of the test-cases, we 
report the value of loss function per epoch and the time required 
to complete each epoch. The only exception is ImageNet dataset, 
where our time window was not even enough to complete one 
epoch. In this case we report the loss function and the duration 
of each minibatch execution. Table III identifies the scope of our 
tests. 

TABLE III.  DATASET AND BENCHMARKING  

Dataset Single-Node Multi-Node 
CIFAR-10 YES NO 
ImageNet YES NO 
Flowers YES YES 

 

The remaining of the chapter presents the results for each test 
separately and discusses behavior we observed from each of the 
frameworks. 

C. Performance Results 
1) CIFAR-10 
The test results for CIFAR-10 (Fig. 1) shows that both 

frameworks consistently improve the loss function throughout 
the execution period. However, CNTK outperforms Tensorflow 
in both loss funtion and epoch duration. The execution time of 
each epoch is almost 3 times smaller in CNTK comparing to 
Tensorflow. As a result, CNTK could execute more epochs in 
our 8-hour time window and as a therefore, the final loss 
function of CNTK is 10% lower comparing to Tensorflow at the 
end of the test execution. 

 Note that reaching a sufficiently small value for loss 
function requires exponentially more time as the training move 
forward. Nevertheless, we see that the value of epoch time for 
both frameworks is steady for the whole period of test execution. 
This means that users can perform a meaningful capacity 
planning and prediction based on the results obtained from small 
batch results .  

2) ImageNet 
The size of the ImageNet (ILSVRC2012) dataset imposes 

the need of extreme computation power. However, the time and 
resource limits on Seawulf cluster prevents us to complete even 
one epoch of training. As a result, we measure the behavior of 
frameworks per minibatch of the first epoch. As shown in Fig. 2 



the two frameworks perform very differently in terms of how 
they train their network. Tensorflow experiences an increase in 
the value of the loss function (possibly bacause of large number 
of image classes and the time it takes to take sample from all of 
them), while CNTK retains a low value for the loss function. 
Although this graph does not provide conclusive information 
about the frameworks by itself (since we terminated tests in the 
middle of the only training cycle), we can clearly identify from 
the time per minibatch graph that CNTK is almost two times 
faster than Tensorflow in completing one minibatch which 
means that CNTK will probably provide better accuracy in the 
same duration of time. 

Finally, we observed that the time required to complete a 
minibatch is almost simlar among all datasets. This is on par 
with our expectation since minibatch duration should not be 
dependent to the number of classes or the number of samples, 
but only to the size (i.e. dimension and color space) of each 
sample and the number of samples per minibatch (which was 
almost the same in all our test cases). 

3) Flowers 
We used Flowers dataset to benchmark the distributed setup 

(on two nodes with GPUs) as well as single-node tests. While 
CNTK can execute the same netrowk in both single-node and 
multi-node configurations, Tensorflow requires modification in 

Fig. 2. ImageNet (ILSVRC2012) test results. Left: Loss function and Right: Time required for one minibatch (minibatch size = 32) 
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Fig. 1. CIFAR-10 test results. Left: Loss function and Right: Time required for one epoch 
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the code by calling several APIs to enable the parallelism 
between nodes. Hence, we had to use two different 
implementations of Inception V3 for Tensorflow to cover both 
single and multiple nodes configurations. As this two 
implementation have been developed in different points of time, 
the design differences between them may affect the fairness of 
our comparision. However, we believe it will not harm the high-
level trends, which is our main focus in this work. 

Fig. 3 and Fig. 4 show the results of single and multiple 
nodes tests respectively. In the single node configuration, CNTK 
completed epochs ~30% faster than Tensorflow. This 
performance gap gets bigger in multi-node configuration and 
incereases to almost 100% in favor of CNTK. This performance 
drop in Tensorflow is rooted in several reasons: 

• Tensorflow uses gRPC protocol to communicate 
between nodes, while CNTK uses MPI (and potentially 
RDMA interconnect) for inter-node communication. 

• Tensorflow is designed based on a worker/parameter-
server architecture for synchronization (known as 
parameter servers), which results in additional 
synchronization traffic and thus impacts performance. 
On the other hand, MPI ranks are the only components 
of runtime execution for CNTK and it has no extra 
processes for synchronization of the parameters. 

• The drop in the loss function was faster in single-node 
tests. This may be a result of how the load is distributed 
and what are the . Giving a final verdict on this piece of 
result requires more experiments and work.  

IV. CONCLUSION AND FUTURE WORK 
In this paper, we investigated three machine learning 

frameworks (namely Tensorflow, CNTK and Caffe2) and 
observed the behavior of two of them in a sample HPC 
environment (Tensorflow and CNTK). We measured the 

Fig. 3. Flowers test results (single node). Left: Loss function and Right: Time required for one epoch	
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Fig. 4. Flowers test results (two nodes). Left: Loss function and Right: Time required for one epoch	

 	

 

0

1

2

3

4

5

6

7

8

0 50 100 150 200

Lo
ss

 fu
nc

tio
n

Epoch number

Tensorflow

CNTK

0

50

100

150

200

250

300

350

400

450

0 50 100 150 200

Ti
m

e 
(s

)

Epoch number

Tensorflow

CNTK



training metrics for Inception V3 image classification algorithm 
on three different datasets. We expanded the scope of our tests 
to multiple nodes to see how scalable these frameworks are in 
distributed environments. 

Based on the findings of this work, we see that currently, 
CNTK is the most HPC-compatible framework among the three. 
This is not only because of its better performance results, but 
also because launching jobs using CNTK is not different from 
submitting any other MPI code. Also, networks in CNTK can be 
developed both in programing languages APIs (such as Python 
interface) and BrainScript DSL. BrainScript can be a choice for 
non-developer users to define their networks without the hassle 
of learning a new programming language. Caffe2 is obviously 
in its early stages of development and lacks several features, 
samples and quality documentation. Additionally, the 
community of its users is still small and not as active as the other 
two.  

Tensorflow has the most active community among the three 
frameworks and has been proven effective in several projects. 
Having this said, note that we focused on the compatibility of 
these frameworks with HPC environments and we did not cover 
other aspects and of these frameworks. 

There are several directions for feature work on this topic. 
Here, we list some of them that are more aligned with our goal 
of adapting machine learning frameworks to HPC 
environments: 

• Cluster schedulers such as Torque and Slurm are not 
tailored for running big-data and machine learning 
frameworks, because: first, these frameworks require more 
information about the cluster on all the nodes to work 
together and second, instantiating all parts of such 
frameworks for every job is not efficient (e.g. creating a 
new HDFS server every time a job is submitted) [7]. One 
possible future work is to improve the cluster managers’ 
integration with big-data and machine learning 
frameworks for easier deployment. 

• The performance penalty of training the model on multiple 
nodes is noticeable on all the cases we have tested. The 
architecture of the frameworks should be investigated to 
identify the exact bottlenecks and whether adding HPC-
specific features can help improving the overall 
performance of the system. 

• Obtaining a fair and reliable benchmark, requires more 
effort to ensure the all network implementations are similar 
and tuned to their best on the target framework. The best 
source to obtain such resources is the implementation 
provided by the developers themselves. However, we 
identified several inconsistencies in the current state of the 
frameworks. Developing a standard set of networks for 
later benchmarking efforts is a useful contribution. 
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